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1. Introduction
As is well known to artists, the continuous gradations of shading within an
image can be used to convey information about the three-dimensional shape of a surface. One of the problems with using shading information, however, is that the pattern of light and dark formed by light reflected from the surface depends on the direction of illumination as well as surface shape (Ikeuchi and Horn, 1981). Nevertheless,
our visual system is somehow able to separate these variables and extract shape information from shaded images (Todd and Mingolla, 1983; Mingolla and Todd, 1986).
To investigate how visual cortex may be organized to do this, we constructed a computer model of a neural network capable of extracting shape parameters, specifically
the local surface curvatures, from the shaded images of simple geometrical surfaces.
Our primary interest was in the properties of the receptive fields in such a network, and how they compare to receptive fields actually found in visual cortex
(Hubel and Wiesel, 1962). The general finding is thpt they are surprisingly similar to
those observed biologically, and we conclude that neurons which can extract surface
curvature can have receptive fields similar to those previously interpreted as bar or
edge detectors. This highlights the difficulty in understanding what a neuron is doing
simply by measuring its receptive field. The receptive field of a sensory neuron is
necessary but not sufficient to determine its function within a network. We
emphasize the importance of the "projective field of a neuron in determining its
function, where the projective field is the output pattern of connections which the
neuron makes with other cells.
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2. Goals
As stated above, the purpose of this network was to extract surface curvatures
from the shaded images of three-dimensional surfaces. In particular, the network was
to extract the principal curvatures and the principal directions. These terms in differential geometry mean the following. Curvature is the rate of change of the surface
normal as one traces an arc along the surface. In general the value of curvature
depends on the direction one travels on the surface. There will be a direction in
which curvature is maximum and a direction in which curvature is minimum. The
maximum and minimum curvatures at a particular point on the surface are called the
principal curvatures, and their directions, or orientations, along the surface are called
the principal directions. A theorem states that the principal curvatures are always
oriented at right angles to each other. If the principal curvatures are both positive, the
surface is convex, or mound shaped, and if they are negative, the surface is concave,
or bowl shaped. Principal curvatures were selected as the parameter of interest for the
network because they are a relatively robust indicator of shape. Unlike the normal
vector to the :surface (Ikeuchi and Horn, 1981), the value of surface curvature is
independent of' rotations or translations of the surface (Pentland, 1984). It should be
noted that the problems involved in extracting three-dimensional curvature from a
surface are different from those of extracting two-dimensional curvature from a

contour, which have been studied physiologically by Dobbins et al. (1987).
Only simple geometrical surfaces were presented to the network. These were
elliptical paraboloids, which are elliptical in cross section and parabolic in depth.
These simple surfaces can be considered local approximations to small patches in a
more complex image. The network presented here is therefore meant to correspond
to a small circuit receiving input from only a very limited region of visual field,
perhaps a region served by a single cortical column. To generate descriptions of
complex images, this network would have to be replicated at different spatial locations to cover the entire visual field, and also replicated at different spatial scales,
which would all feed into higher level networks that integrated local curvatures into
more general shape descriptions, such as those suggested by Pentland (1986).
The images of elliptical paraboloids that were used could be characterized by
the following parameters:
1. Principal curvatures (2 parameters)
2. Principal orientation (1 parameter)
3. Illumination direction (2 parameters)
4. Position of surface within overall input field of the network (2 parameters)
The task we desired the network to perform was the extraction of both of the
principal curvatures, and the orientation of the smaller of the two principal curvatures
relative to horizontal (i.e orientation of the elongated axis of the surface), independent of illumination direction and the position of the surface. (Recall that the orientation of the other principal curvature must be at right angles to the first, and is therefore not an independent parameter.) It should be kept in mind that there are also
other properties of surfaces, such as the orientation of the surface normal relative to
the plane of the image, that are not being determined by the present network.
3. Methods
The network model had three layers of processing units: an input unit layer, an
output unit layer, and a hidden unit layer between them. Each unit connected to every
unit in the subsequent layer, but there were no connections between units in the same
layer. The overall organization of this tri-layer network is illustrated in Figure la. In
the network described here, there were 122 input units, 27 hidden units, and 24 output
units. The activities of the units of the input layer were determined by the image and
preprocessing, as described below. The activity level of each unit on the subsequent
layers was determined by linearly summing all its inputs, weighted by synaptic
strengths, and then passing the results through a sigmoid nonlinearity (see Fig. 4).
The activities of the units could assume any value between 0.0 and 1.0. These processing units have only a few of the properties of cortical neurons, such as synaptic
integration and a nonlinear firing rate function, and in particular do not consider any
dynamic, or the-varying, properties of the nervous system. However, although not
suitable for studying the dynamic aspects of cortical processing, a network of such
units may be able to provide useful insights into the static properties of visual

representations, which is the interest here.
We used the "back-propagation" learning algorithm (Appendix 1) as a design
technique for constructing a network with the desired characteristics (Rumelhart et
al., 1986). Briefly, the network was presented with many sample images. For each
presentation, responses were propagated up through the three layers to the output
units. The actual responses of the output units were then compared with what the
output for that image should have been. Based on this difference, synaptic weights
throughout the network were slightly modified to reduce error, starting with synapses
at the output layer themselves and then moving back down through the network
(hence the name back-propagation). After thousands of image presentations, the initially random synaptic weights organized themselves into a set of receptive fields that
provided the correct input/output transfer function. The back propagation algorithm
was used in this study purely as a formal technique for constructing a network with a
particular set of properties. No claims are made about the biological significance of
the process by which the network was created, but rather the focus of interest will be
on the properties of the mature network.
The response properties of both the input units and output units were pre-defined
for the network, based both on what operations we wanted the network to perform
and on constraints involving biological plausibility. It was the task of the learning
algorithm to organize the properties of the hidden units so as to provide the correct
transfer function between the input and output units.
The input layer consisted of two hexagonal spatial arrays of units, called oncenter units and off-center units by analogy with similar terminology used for retinal
ganglion cells. One such array is shown in Figure lc. The two input arrays (offcenter and on-center) were superimposed on each other, so that each point of the
image was sampled by both types. Each of these arrays consisted of 61 units, for a
total of 122 units in the input layer. The receptive field of each input unit was the
Laplacian of a two dimensional Gaussian, or in other words, the classic circularlysymmetric center-surround receptive field found in the retina and lateral geniculate
nucleus (Fig. Id). The receptive fields were extensively overlapped within the array,
as shown in Figure lc. The responses of the each input unit to an image was determined simply by convolving the image with the unit's receptive field.
The output layer consisted of units which coded both the curvature and the
orientation. The tuning curves for these units have the form of a two-dimensional
Gaussian curve, as shown in Figure lb; that is, they have receptive fields tuned to a
local region in a two-dimensional curvature-orientation parameter space (in contrast
to the input units, which are tuned to a local region of geometrical space). Such a
multidimensiol~alresponse is typical of those found in cells of the cerebral cortex,
although cells responding specifically to curvature have not been demonstrated.
Unfortunately, a problem with this sort of non-monotonic, multidimensional
response is that the signal from a single unit is ambiguous. There are an infinite
number of combinations of curvature and orientation that give an identical response.
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The way to solve this ambiguity is to have the desired value represented in a distributed fashion, by the joint activity of a population of broadly tuned units in which the
units have overlapping receptive fields in the relevant parameter space (in this case
curvature and orientation). The most familiar example of this kind of distributed
representation is found in color vision. The responses of any one of the three
broadly-tuned color receptors is ambiguous, but the relative activities of all three
allow one precisely to discriminate a very large number of colors. Note the economy
of this form of encoding: it is possible to form fine discriminations with only a very
small number of coarsely-tuned units, as opposed to requiring a large number of
narrowly-tuned, non-overlapping units (Hinton, et al., 1986). The output representation of parameters in the model under consideration here will follow this coarsetuning approach.
As the training corpus for the network, we generated 2000 images of elliptic
paraboloid surfaces. Each paraboloid differed in the various parameters that were
listed earlier. Reflection from the surface was Lambertian (diffusely reflecting, or
matte). Illumination was also diffuse, by which we mean that although light came
predominantly from a particular direction, there were components from all directions
arising from light reflected and scattered about by the general environment of the surface. Diffuse illumination served to exclude sharp shadow edges from the training
set (and no edges arose from the paraboloids of the training set, which did not have
any occluding boundaries), so the network had to determine curvatures solely from
cues that were provided by shading, and not edges. We assumed that the illumination
was always from above (light tilt between 0 and 180 degrees), and that the signs of
both principal curvatures were the same (i.e the surface was convex or concave).
More details about images and preprocessing are given elsewhere (Lehky and
Sejnowski, 1988).
4. Properties of the network
A network containing 122 input units, 27 hidden units, and 24 output units was
trained in the manner described earlier. The 2,000 input images were presented to the
network one at a time, and after each presentation the connection strengths were
changed slightly to make the activities of the output units on the match more closely
with the desired output activities. As the learning algorithm proceeded, the network
developed organized connections between the input units and the hidden units, and
between the hidden units and the output units. The hidden units therefore essentially
act as a mapping, or transform, which converts the inputs to the desired outputs.
Around 40,000 trials were required before performance of the network reached a plateau at a comlation of 0.88 between actual outputs and the correct outputs. The
characteristics of the network that formed will be discussed below.
Figure 2 shows the response of the fully developed network to a typical input
image. In all cases, areas of the black squares are proportional to the activity of a
unit. The two hexagonal regions at the bottom represent responses of the 122 input

units, 61 on-center units and 61 off-center units, found by convolving center-surround
units with the image. Responses of the 27 units in the hidden layer are represented by
the 3x9 rectangular array above the hexagons. Above that, responses of the 24 output
units are shown in a 4x6 array. Finally, at the very top, and separated from the rest, is
another 4x6 array showing what the ideal outputs to that image should have been.
The coding of parameters for the 4x6 output array are as follows. Orientation
tuning of the units changes as one moves horizontally along a row, while curvature
tuning changes as one moves vertically along a column, with each of these units having the two dimensional gaussian curvature-orientation tuning curves described earlier. Traveling along a row, the peaks of the orientation tuning curves go from 0 to
150 degrees in 30 degree increments, and there is a a sizeable degree of overlap
between adjacent tuning curves. The value of orientation is coded in the relative
activities of all the six orientations in a row, analogous to the way color is encoded.
Different curvatures are represented in each of the four rows. The top two rows indicate positive or negative values for the smaller of the two principal curvatures, while
the bottom two rows indicate the same for the other principal curvature.
However, unlike the case for orientation, the coding for curvature is ambiguous.
For example, if a unit gives a small response, we don't know if the response is small
because curvature is far above the peak of the curvature tuning curve for that unit, or
small because it is far below the peak. The ultimate cause of this ambiguity is that, in
this small network, we have chosen to sample the image at only a single spatial scale,
By having units in the model tuned to different, but overlapping ranges of curvature
(which would require sampling a various spatial scales), the ambiguity in curvature
representation could be removed.
For the image in Figure 2, the output coding in the 4x6 array indicates that the
elliptical paraboloid has both principal curvatures close to the peak of the curvature
tuning curve (shown by the large size of some black squares), and positively valued
(convex surface rather than concave). The pattern of activity among the 6 orientation
tunings indicate that the smaller principal curvature is oriented at about 5 degrees
relative to horizontal (i.e. the elongated axis of the elliptical paraboloid is oriented at
5 degrees).
The high degree of correlation between actual and desired outputs (0.88) indicates that the network is successfully extracting the desired parameters (curvature and
orientation), independent of illumination direction and the position of the surface.
The next step is to examine the patterns of synaptic weights that have developed to
give these results.
Figure 3, called a Hinton diagram, shows all of the connections strengths for the
27 hidden units in the network. Each hidden unit is represented by one of the grey
hourglass-shaped figures. Connection strengths are represented as black and white
squares of varying size. The white square are excitatory weights, the black squares
are inhibitory weights, and the area of the square is proportional to the magnitude of
the weight. Within each hourglass figure two sets of connections are shown. First,

there are the connection strengths from all input units to that particular hidden unit,
and second, connection strengths from that hidden unit to all the output units. The
two hexagonal arrays on the bottom of each figure shows the connections from the
on-center and off-center input arrays to the hidden unit (hidden unit receptive field),
and the 4x6 rectangular array at the top are the connections from the hidden unit to
units in the output layer (hidden unit projective field). Finally, the value of the bias,
or negative threshold, is shown in the isolated square at the upper left comer of each
hidden unit figure.
The pattern of excitatory and inhibitory connections in the two hexagonal input
arrays can be interpreted as receptive fields of the hidden units. Most of the hidden
units appear to be orientation-tuned to a variety of directions. These oriented fields
have several excitatory and inhibitory lobes, which may occur in various phases. This
is the pattern found in simple cells in cat and monkey visual cortex, which are often
fit with Gabor functions (Mullikin et al,, 1984). In addition to units that were clearly
orientation selective, a few units have receptive fields that were more or less
circularly-symmetric.
It is also possible to classify the hidden units on the basis of their projective
fields (the 4x6 rectangular array at the top of each hourglass figure in Figure 3).
Three classes of hidden units can be distinguished in this way. First, there are units
which have a vertical organization in the 4x6 array (such as the one in the bottom
left-hand comer of Figure 3). These discriminate for the orientation of the principal
curvatures. Second, there are those units in which adjacent rows of the 4x6 array
resemble each other (such as the unit in the top left hand comer of Figure 3.) These
appear to be providing information about the relative magnitudes of the two principal
curvatures, but show little orientation preference. Finally, there are those units tin
which alternate rows of the 4x6 array resemble each other (such as the first unit in the
second row). These are distinguishing between the signs of the principal curvatures,
whether they are positive or negative. In other words, they appear to be distinguishing between concave and convex surfaces.
Histograms of the activity levels in various individual hidden units in response
to many different input images were collected. The hidden units of the first two
classes tended to be at various intermediate levels of activity, while units of the third
class tend to have either a very high level of activity or at very low levels. On the
basis of this difference, we would suggest that the first two classes are acting primarily as parameter filters, while the third class is acting as a feature detector for
convexity/concavity.
The results of the learning procedure shown in Figure 3 is representative of
many replications, each started with a different set of random weights. Similar patterns of receptive fields were always found, and the sane three types of units could
be found by examining the connections to the output units. However, there was variation in the de:tails of the receptive fields, and in the number of units that did not
develop any pattern of connections. It appears that only about 20 hidden units are

needed to achieve the maximum performance, which was always the same average
correlation of 0.88. The extra hidden units always underwent "cell death, since they
served no useful role in the network and could be eliminated without changing the
performance.
We have explored the responses of units in the network to bars of light, in effect
conducting "simulated neurophysiology". The bars were varied in position, orientation, width, and length. These bar stimuli were chosen because there is an extensive
experimental literature using them to study visual cortex, so that responses of real
neurons are known. Although for shaded images the responses of the hidden units
were generally less than half maximum, an optimally oriented and positioned bar of
the same peak "luminance" provided a saturating stimulus. It was therefore necessary
to use bars having low "luminances" to prevent responses of the network from
saturating.
The responses of hidden units to bars were easily predictable from the pattern of
excitatory and inhibitory connections they received from the input units. Tuning
curves were measured for all stimulus parameters (bar position, orientation, width,
and length). Just by looking at the pattern of connection strengths in the weights
diagram (Fig. 3) it was possible to form a good estimate of what the optimal bar
stimulus would be. The ease in understanding hidden unit responses is not surprising,
since the only intermediary between the stimulus and the hidden units is the array of
center-surround receptive fields of the input units.
The situation was quite different when measuring responses of output units to
bar stimuli. Finding an optimal stimulus took extensive trial and error. Again, this is
not surprising. The responses of each output unit is determined by a weighed combination of the inputs from all 27 hidden units (although in practice a smaller number
of hidden units tend to predominate). It therefore very difficult to grasp intuitively
what responses to a particular stimulus will be.
Despite the complicated organization of receptive fields for output units, it was
possible to obtain smooth tuning curves for the various bar parameters. Tunings were
generally broader than in hidden units. One feature of some output unit responses was
the presence of strong "end-stopped inhibition". The optimal bar was often short and
broad, and located off to a comer of the input field of the network. Responses
dropped off precipitously when the length of this optimal bar was extended. Also, as
the bar was swept across the network in a direction transverse to the optimal orientation, the output units responded over a broader region than the hidden units did.
(about 1.5 to 2.0 times as wide). This is not unexpected, since output units receive
convergent input from a number of hidden units.
The responses of units in the hidden and output layers are reminiscent of _the
behavior of some units that have been found in primary visual cortex (Hubel and
Wiesel, 1962, 1965). The hidden units appear to have some of the properties of simple cells, and the output units tend to behave more like some types of complex cells,
or perhaps hypercomplex cells. However, in drawing this analogy it should be kept

in mind that the relationship between hidden units and output units is strictly
hierarchical (in the sense that responses of output units are entirely synthesized from
inputs from the preceding hidden units), while the extent to which such a hierarchical
relationship holds for simple and complex cells remains controversial in the biological literature (Ferster and Koch, 1987).
Although the response properties of the processing units in our model were
similar in some respects to the properties of neurons in visual cortex, the way that
these response properties arise could be quite different. For example, projections
from the lateral geniculate are all excitatory, and within striate cortex feedforward
projections are either excitatory or inhibitory (Lund, 1987; see chapter by J. Lund in
this volume). In this model, however, we have allowed feedforward connections
from a single unit to be both excitatory and inhibitory, a situation not observed in
visual pathways. Also, the oriented responses of cells in visual cortex may arise in
part from inhibitory interneurons (SiUito, 1975), whereas in this model orientation
specificity arises entirely from the pattern of convergence from a previous stage.
However, our network is not meant to be a literal model of actual cortical circuitry,
which is of course certain to be much more complex, but rather is a model of the
representation in visual cortex of information about surfaces in the visual field. The
same representations could be constructed differently in different systems, as indeed
the orientation tuning of neurons in different species might also have different origins
though they might serve the same function.
Nonetheless, we believe that our model can evolve toward a more detailed
account of real cortical circuitry as more information is found about detailed patterns
of connectivity between different cell types in cortex. Toward this end, we have also
constructed a network similar to the one presented here, except that we restricted connections arising from the input units (both on-center and off- center) to be purely
excitatory, instead of allowing these units to form both excitatory and inhibitory connections, as was done here. This is meant to mimic the observation that principal cells
in the lateral geniculate nucleus only form excitatory connection with the cortex. The
average performance of this restricted network was nearly identical to the previous
network, and the same response properties were found for the hidden units as before.
Evidently, sampling the image with both on-center and off-center units provides a
degree of redundancy, so that excitatory off-center units in this network can substitute for the inhibitory inputs from on-center units in the previous one, and vice-versa.
4. Discussion
If one simply looked at the various receptive fields developed by this neural network model (Figure 3), one might be tempted to class@ them into categories such as
bar detectors or edge detectors. However, having constructed this network, we know
that they are engaged in something entirely different. They are extracting infonnation about surface curvatures from the continuous gradations of shading in an image.
The network demonstrates that detecting bounding contours is not the only possible

function of cells with receptive field properties such as found in visual cortex, and
makes the more general point that it is very difficult to tell what a cell is doing just by
examining its receptive field.
The function of a single unit in the hidden layer of the network was only
revealed when its projective field to the output units was examined. The projective
field provides the missing information needed to interpret the computational role of
the unit in the network, and this can be inferred only indirectly by examining the next
stage of processing.
The network model provides an alternative interpretation of cortical receptive
field properties, namely that they can be used to detect shape parameters from the
gradual shading rather than sharp edges. The information contained in the shaded
portions of objects in images can partially activate the simple and complex cells in
visual cortex, and these responses can be used to extract curvature parameters from
the image. It might prove interesting to test the response properties of cortical cells
with curved surfaces shnilar to those used here. In particular, it should be possible to
record the responses of end- stopped complex cells in visual cortex to shaded images.
One expectation is that different cells will respond preferentially to convex or concave images.
It is worth repeating what is perhaps the most important lesson to be drawn from
this entire modeling study: knowledge of the receptive field of a unit does not appear
sufficient to deduce the function of that unit within a network. This study therefore
raises questions about the standard interpretations of receptive fields of real neurons,
both in visual areas and other sensory systems.
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Appendix 1: B ack-Propagation Learning Algorithm
The properties of the nonlinear processing units used in the model network for
the curvature problem include i) the integration of diverse low-accuracy excitatory
and inhibitory signals arriving from other units, ii) an output signal that is a nonlinear
transformation of the total integrated input, including a threshold, and iii) a complex
pattern of interconnectivity. The output of a neuron is a nonlinear function of the
weighted sum of its inputs, and this can be approximated by the output function
shown in Figure 4. This function has a sigmoid shape: it monotonically increases
with input, it is 0 if the input is very negative, and it asymptotically approaches 1 as
the input becomes large. This roughly describes the firing rate of a neuron as a function of its integrated input: if the input is below threshold there is no output, the firing
rate increases with the input, and it saturates at a maximum firing rate. The behavior
of the network does not depend critically on the details of the sigmoid function, but
the one that we used is given by

where si is the output of the i th unit and the total input Eiis
Ei = C wijsj,
j

where wij is the weight from the jth to the i th unit. The weights can have positive or
negative real values, representing an excitatory or inhibitory influence.
In addition to the weights connecting them, each unit also has a threshold. In
some learning algorithms the thresholds can also vary. To make the notation uniform,
the threshold was implemented as an ordinary weight from a special unit, called the
true unit, that always had an output value of 1. This fixed bias acts like a threshold
whose value is the negative of the weight.
Back-propagation is an error-correcting learning procedure that was introduced
by Rumelhart, et al. (1986). It works on networks with multilayered feedforward
architectures. There may be direct connections between the input layer and the output
layer as well as through the hidden units. A superscript will be used to denote the
layer for each unit, so that si(")is the i th unit on the n th layer. The final, output layer
is designated the Nth layer.
The first step is to compute the output of the network for a given input using the
procedure described above on successive layers. The goal of the learning procedure is
to minimize the average squared error between the computed values of the output
units and the correct pattern, s f , provided by a teacher:
Error =

(si*-Si CN))2,

where J is the number of units in the output layer. This is accomplished by first computing the error gradient on the output layer:
ai(N)= (S:-Si

(N1) p '(E, (N)) ,

(4)

and then propagating it backwards through the network, layer by layer:

where P'(E,) hi the fist derivative of the function P (Ei) in Figure 4.
These gradients are the directions in which each weight should be altered to
reduce the error for a particular item. To reduce the average error for all the input
patterns, these gradients must be averaged over all the training patterns before updating the weights. In practice, it is sufficient to average over several inputs before
updating the weights. Another method is to compute a running average of the gradient with an exponentially decaying filter:

where a is a smoothing parameter (typically 0.9) and u is the number of input patterns presented. The smoothed weight gradients Awij")(u) can then be used to
update the weights:
wij(")(t + 1) = wij(")(t) -t- E Awij(") ,

(7)

where the t is the number of weight updates and E is the learning rate (typically 1.0).
The error signal was back-propagated only when the difference between the actual
and desired values of the outputs was greater than a margin (typically 0.1). This
insures that the network does not overlearn on inputs that it is already getting correct.
This learning algorithm can be generalized to networks with feedback connections
(Rumelhart et al., 1986), but this extension will not be discussed further.
The definitions of the learning parameters here are somewhat different from
those in Rumelhart, et al. (1986). In the original algorithm E is used rather than
(1 - a) in Eq. 6. Our parameter a is used to smooth the gradient in a way that is
independent of the learning rate, E, which only appears in the weight update Eq. 7.
Our averaging procedure also makes it unnecessary to scale the learning rate by the
number of presentations per weight update.
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Figures
1. Organization of the network model for computing surface curvature from
shaded images. (a) Schematic feedforward network with three layers of units. (b)
Example of an output receptive field. The response of an output unit is maximum for
some combination of values of the principal orientation and a principal curvature,
which was different for each output unit. (c) The receptive field centers of the input
units were overlapping and formed a hexagonal array (Wassle et al., 1981). (d)
Example of the receptive field of an on-center input unit. The units on the input layer
had responses that were determined by convolution of the Laplacian receptive field
with the image.
2. Response of a network to an image. (a) Typical image from a set of 2,000
elliptic paraboloid surfaces used to train the network. The ratios of the two principal
curvatures in this case are roughly two to one, with the elongated axis of the surface
oriented at about five degrees relative to horizontal. The center of the surface is
shifted down and to the right relative to the center of the overall input field of the network defined by the octagon. The illumination is coming from the upper right. (b)
The shaded image was convolved with the Laplacian receptive field shown in Figure
1 at hexagonal sample points, with 61 on-centers and 61 off-centers. The area of
each black square is proportional to the activity level of the unit. The converging
synaptic inputs from the input layer produced a pattern of activation in the 27 hidden
units, arranged in 3 rows of 9 units each. The hidden units in turn projected to the
output layer of 24 output units whose activity levels should be compared with the
correct pattern shown above (desired output). The 4x6 array of output units is
arranged so that each column gives the principal orientation that produces the best
output for each unit (corresponding to 0°, 30°, 60°, 90°, 120' and 150° respectively), and the row gives the sign and magnitude of each principal curvature, with
C , = small curvature and Cl = large curvature.
3. Hinton diagram showing the synaptic strengths in a network trained to
extract three-dimensional curvature from images of shaded surfaces. The network
contained 122 input units, 27 hidden units, and 24 output units. Each of the 27 hidden units is represented by one of the grey hourglass-shaped figures, which shows the
synaptic weights of all connections associated with that hidden unit, both from all the
input units, and also to all the output units. Excitatory weights are shown as white
squares and inhibitory weights are black squares, with the size of the box proportional to the magnitude of the synaptic strength. The weights from the 122 input units
are given by the pair of hexagonal arrays on the bottom of each diagram and can be
considered the receptive field of the hidden unit. The weights to the 24 output units
are given in the 4x6 rectangle at the top of each figure, and represents what we call
the projective field of that hidden unit. The value of the bias, or negative threshold, is
shown in the isolated square at the upper left comer of each hidden unit figure.
Fig. 4. Firing rate of a model neuron as a function of its integrated synaptic
input. The excitatory and inhibitory influences were summed to determine the output
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