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Neural Model of Stereoacuity
Based-on a Distributed
Representation of Binocular
Disparity
Sidney R. Lehky and Terrence 3. Sejnowski

Introduction
Ever since the time of Wheatstone (1838) it has been
known that disparities between images presented to the
two eyes will induce a strong sensation of depth More
recently, the studies of Julesz (1960, 1971) have shown
that disparity is sufficient in itself, without any monocular
cues, for the perception of depth to occur. The existence of
disparity-tuned neurones in visual cortex was first demonstrated by Barlow el al. (1967), Nikara et al. (1968), and
Pettigrew et al. (1968), in cats. Hubel and Wiesel (1970)
found similar single-unit responses in macaque monkeys.
(See Poggio and Poggio (1984) for a review of these studies.) More recently, Poggio and his colleagues have
recorded extensively within areas V1 and V2 of macaque
visual cortex (Poggio and Fischer, 1977; Poggio and
Talbot, 1981; Poggio, 1984; Poggio et al., 1985, 1988).
In this chapter we discuss some candidate neural processes which limit our ability to discriminate between different binocular disparities. It turns out that a quantitative
accounting of disparity discrimination introduces some
severe constraints on the possible ways disparity can be
represented by neurones of the visual cortex, constraints
which have been ignored by theories of stereopsis
developed without consideration of the stereoacuity data.
Although the present discussion focusses entirely on binocular vision, we believe that the approach outlined here
generalizes to discrimination of other visual parameters,
such as velocity, spatial frequency, or orientation.
Our general strategy is to examine both neurophysiological and psychophysical data, and to construct a model
which extends a bridge between the two. The psychophysical data of central interest involve measurements of the
discriminability between different disparities. The pri-

mary phys~ologicaldata are measurements of dlspar~ty
tuning for neurones in V1 and V2 monkey cortex By
requirmg theory to be consistent with two different
sources of constraints, the range of possible models IS
greatly restricted.
in the sectlons below, the relevant data will be presented, the concepts underlying the model outlined, and
finally the model applied to the data. The modelling starts
with a consideration of a population OF disparity-tuned
units serving a single location of the visual field, and the
sensitivity of this population to small changes in depth, or
stereoacuity. The resulting model is not a complete model
of stereopsis, but only addresses one part of the problem the representation of disparity.

Alternative Encodings of Disparity
There are a number of ways to represent disparity, which
can be placed into two broad categories, local representations or distributed representations. Antxample of a local
representation is shown in Fig. ll.l(a), in which each
neurone unambiguously represents a different value of
disparity. The value of disparity is indicated by which
neurone fires. For instance, the vigorous firing of a certain
neurone means that the disparity is, say 5.0' (or some small
range around 5.0'), but if some other neurone fires at a
high rate then the disparity is 7.0'- and so forth. To cover
the entire range of disparities there must be a large
number of such very narrowly-tuned units with minimal
overlap, each indicating that the stimulus disparity falls
within a particular small interval. This form of local r e p
resentation is called interval encoding (also called 'local
signs' encoding in psychophysics), and has been used
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Fig. 1 1 . 1 Three methods of encoding disparity considered in the
text. ( a ) Interval coding: A separate unit is dedicatedfir each
disparity (or small band of disparities). D~sparityis indicated by
which unit is active. ( b ) Rate encoding: Disparity is encoded by
the firing rate of a single neurone. ( c ) Population coding:
Disparity is encoded in the pattern of activity of a population
having broad, overlapping tuning curves for that parameter.
Since tuning curves are broad, the activity of a single unit gives
an imprecise indication of disparity.

almost universally in models of stereopsis (Nelson, 1975;
Marr and Poggio, 1976; Mayhew and Frisby, 1981;
Prazdny, 1985; Szeliski and Hinton, 1985, among others;
see Szeliski, 1986, for a review of these models).
A major problem with interval coding is the need for a
very large number of units to achieve a high degree of
resolution. This problem was pointed out long ago by
Thomas Young (1802) as he argued for a population
coding of colour vision in the form of the trichromatic
theory:
A s it is almost impossible to conceive each sensitive pomt of
the retina to contain an injnite number of particles, each
vibrating in peflect unison with every possible modulation, it
becomes necessary to suppose the number limited; for instance
to the three principal colours . . .

Almost two centuries later, the same problem arises in
most modem computational models of depth perception,
which postulate an indefinitely large set of units, each with
a very high specificity for a particular disparity. (In practice the number is limited by the pixel size of the input
image.)
A second form of local representation is rate encoding
(Fig. 1l.l(b)). Instead of having many narrowly-tuned
units, a single unit, called a value unit, codes all disparity
values by its firing rate. As disparity increases, thefiring
rate of the unit increases monotonically. This type of r e p
resentation is local because, as in the interval code, the
activity of a single unit is sufficient to unambiguously
define the stimulus disoaritv.
. One model that usesm arialogue rate-coded representation of depth is Julesz's dipole
model, which is based on a physical analogy with magnets
(Julesz, 1971). Another example is the model of Marr and
Poggio (1979), which, as illustrated in their Fig. 7, has
roughly rarnp-shaped disparity tuning curves for near and
far disparities, indicating that activity is proportional to
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disparity up to some cut-off value. However, compared
with interval encoding, rate-coding is rarely used in stereo
models.
The third, and final, type of encoding that we will consider is a distributed representation, or population code,
which is the one used in the model presented here. In this
representation, disparity is encoded by the pattern of
activity within a population of neural units, each broadly
tuned to disparity and extensively overlapped with each
other in their sensitivities (Fig. ll.l(c)). This is called a
distributed representation beause the activity of a single
unit is ambiguous, given its broad and monotonic tuning.
Rather, the information about disparity is distributed in
the population, and the ambiguity can only be resolved by
examining the relative activities in the population. he
most familiar example of this form of encoding occurs in
colour vision, in which there are three broad, overlapping
..
mechanisms. each of which alone rives little information
about stimulk wavelength, but which jointly allow a precise determination of that parameter (see Discussion). To
our knowledge, the only example in the literature of a
distributed representation used in a model of binocular
phenomena is that of Vaitkevicius et al. (1984). Distributed representations are conceptually related to the
notion of 'degeneracy', as we inderstand Edelman's
(1987) use of that term.

Neurophysiological and
Psychophysical Data
Physiological Data
The largest body of data on disparity-tuned cells in monkeys has been collected by Poggio and his colleagues, all
within V1 and V2 cortex. (Poggio and Fischer, 1977;
Poggio and Talbot, 1981; Poggio, 1984; Poggio et a / . , 1985,
1988). Since these data serve as the basis of a number of
assumption: within the modelling, they will be described
in some detail. As presented by Poggio et al., neurones are
grouped into three classes based on their disparity
responses, and we shall find it useful to retain this classification. The three groups are (a) near neurones, broadlytuned for crossed disparities, {b) far neurones, broadlytuned for uncrossed disparities, and (c) tuned neurones,
narrowly-tuned for disparities close to zero.
The tuned neurones can be either tuned excitatory or
tuned inhibitory, depending on whether they are excited
or inhibited by a restricted range of disparities. They have
an average bandwidth (half-width at 112 height) of 0.085",
and peaks almost entirely resmaed to the range f0. lo.
There are small inhibitory lobes beyond the central range
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of excitation (or vice versa in the case of tuned inhibitory

Near and far neurones are mlrror images of each
other in the disparity domain, but otherwise have the same
properties. Near neurones are exciteid by crossed disparitle~and inhibited by uncrossed disparities, while the
opposite holds true for far neurones. In both cases, the
response curves have their steepest slope near zero disparity, as they go from excitation to inhibition. The excitatory
peaks for far and near neurones are on average at f0.4"
disparity from fixation, with a standard deviation of
approximately 0.1".
In adopting this tripartite division it should not be forgotten that it is an idealization, convenient for summarizing and organizing the data, but not to be taken too rigidly.
As is often the case in neurophysiology, disparity-tuned
neurones exhibit innumerable idiosyncratic behaviours
which are often difficult to fit neatly into a classification
scheme. LeVay and Voigt (1989), in their study of disparity tuning in cat visual cortex, have preferred to emphasize
the large number of cells with intermediate properties,
viewing the three classes as prototypes at various points
along a continuum. There is nothing in the published
neurophysiological data to contradict this perspective. (On
the other hand, the psychophysical literature reports the
existence of anomalous individuals selectively stereoblind
for crossed or uncrossed disparities (Richards, 1971),
which can be interpreted as suggesting the existence of
two or three discrete pools of disparity-tuned units.)
Nevertheless, the three classes are convenient reference
marks and are now so well established we will retain them,
even though the model does not require such discrete
divisions.
Some of the more recent studies have focussed on tracing the anatomical pathways along which high concentrations of disparity-sensitive cells are found. Such cells
appear to be associated with what is called the magno
pathway, being particularly prominent in the 'thick stripe'
cytochrome oxidase stained regions of V2 (Hubel and
Livingstone, 1987), and also in the subsequent area M T
(middle temporal) to which the thick stripes project (Zeki,
1974; Maunsell and Van Essen, 1983). It is always a problem to decide which anatomical area or areas are the relevant ones for relating neurophysiology to conscious
perceptual experiences. All the physiological measurements which underpin our modelling were collected in
, areas Vland V2, which are relatively early stages in the
visual pathways. Quite possibly, properties of cells at later
stages are more appropriate, in particular those of area
MT. It happens, however, that the data are currently most
complete for the early stages. Also, there is no indication
that disparity-tuning properties of cells in M T are qualitatively different from those in V2 in any fundamental sense
which would affect the class of model being considered
here. (If, for example, all the cells in the perceptually rele-
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vant anatomical area had very narrow disparity-tuning
with their peaks located over a wide range of values, and
nothing analogous to the broad near and far neurones, the
present model would not be applicable.)

Psychophysical Data
We focus first on the disparity discrimination threshold
curve since the sham of this curve should constrain the
manner in which disparity could be represented within the
nervous system. The disparity discrimination curve plots
the smallest discriminable change in disparity as a function of the disparity of a stimulus ( i t . plots Ad vs 6). One
way to measure this curve is to present subjects with two
stimuli during successive time intervals, with disparities d
and d + A d in random order. and have them indicate
which interval contains the irkreminted stimulus. The
increment threshold is the value of Ad for which a subject
picks the correct interval 75% of the time. Repeating this
process for different disparity pedestals d produces the
discrimination curve (see Laming, Chapters 2-5, 8).
The point on this curve with a zero disparity pedestal is
the conventional stereoacuity. Stereoacuity at fixation is
typically around 5". This is smaller by a factor of about 50
than the width of the narrowest cortical disparity-tuning
curves, and is a factor of six smaller than the width of a
photoreceptor. This emphasizes the point that the ability
to distinguish between different depths is not simply a
matter of switching between cells tuned to different disparities. To get some idea of the size ofsuch a small disparity,
stereograms displayed on a high resolution computer display with a pixel size of 250pm must be viewed from a
distance of about 10m. Stereoacuity in the macaque
monkey is comparable to that of humans when both are
measured under comparable conditions (Sarmiento,
1975).
The disparity threshold Ad in the disparity discrimination curve increases very rapidly (roughly exponentially)
as a function of the disparity pedestal d. The minimum of
this curve occurs when the disparity pedestal is zero, at
which point stereoacuity, as mentioned earlier, is in the
range 2"-10". When the pedestal is 30', the increment
threshold is typically on the order of 100". Fig. 11.2 is an
example of such a curve. Disparity increment threshold
curves have been measured using a variety of stimuli with
similar results, including line patterns (Ogle, 1952;
Blakemore, 1970; Regan and Beverley, 1973; Westheimer,
1979), randomdot stereograms (Schumer and Julesz,
1984), and difference of gaussians stimuli (Badcock and
Schor, 1985).
In some cases (Regan and Beverley, 1973; Badcock and
Schor, 1985), the curve has been reported to flatten out for
disparities greater than 15'-20' (as in Fig. 11.2), whereas
others report that it continues unbroken for as far as
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mwsurements are taken. It is not clear why this difference
exists in the data. However, one argument why one might
expect th_e curves to flatten out is the following. First, in
examining disparity discrimination curves, it should be
noted that the subject is able to discriminate between different depths even for disparity pedestals which place the
stimuli well beyond the limit for which they can be binocularly fused (about 10'). It has been well known since
the time of Helmholtz (1909), that depth can be seen for
diplopic stimuli. Ogle (1952) looked at this systematically
and defined several modes of depth perception, depending
on stimulus disparity. For small disparities the stimulus
5001

Disparity (min)
Fig 11 2 Dlspartty drscrrrnrnatton curvefiom the
psychophysrcal data of Badcock and Schor (1985). The smallest
drscrrmrnable change In drsparrty Ad rs plotted as a funcrron of a
pedestal dtspartty d . These data are used to constrarn the
popularton of dtspartty-tuned unrts that encode drsparrty rn the
model.

appears fused, and sublect~vedepth IS proportional to dlsparity. As disparity increases beyond Panum's fusional
area the stimulus suddenly becomes diplopic, but subjective depth continues to Increase proport~onallyto disparity. This proportional region (fused and unfused) IS
collectively known as patent stereopsls. Increasing disparity further leads to the reglon of qualitat~vestereopsl$
Here the subjective impression of depth remalns but it no
longer increases with disparity to the same extent. Finally,
as disparity increases elen further, the percept of depth
suddenly disappears entirely. (See Westheimer and
Tanzman (1956) and Schor and Wood (1983) for more
data on these phenomena.) Given the different modes of
stereopsis, it is not implausible that the disparity
increment threshold curve has different branches as disparity increases, particularly at the transition from patent
to qualitative stereopsis. This may correspond to the flattening out of the curve in Fig. 11.2. Therefore we have
chosen to use the data nith the curve flattening out at large
disparities.
A final point concerns the disparity discrimination
curve (Ad us 4 measured at eccentricities away from fixation. This was studied by Blakemore (1970), and the
results are shown in Fig. 11.3. As eccentricity increases,
the minimum of the curve moves up, while the slope of the
curve flattens. An interesting consequence of these two
effects is that for large values of d, the discrimination
threshold Ad may actually get smaller as eccentricity
increases. (This can be seen by superimposing
Figs. 11,3(a) and (b) and noting that they cross at some
point.) T h e effects of eccentricity on the disparity
increment threshold curve are also considered in the
model.

10 deg. eccen.
I -80
I I I I -40
I I I ~ I 0I I I J40I I I 80
I I I I

Disparity (rnin)

Disparity ( m i n )

Fig. 11.3 Effect geccentrrcrty on the drsparrty dtscrimrnatron curve,fiom the data of Blakemore (1970) ( a ) 0" eccentrtcrty (b) 10"
eccentrrcity. As eccentrrcrty Increases, the djscrrmrnatron curve flattens out and the vertex mows up. The effects of eccentrrcrty are
modelled by postulatrng that the drspartty-tunrng curves become broader away from firatson.
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Modelling Depth Discrimination
Preliminary Remarks
We assume that the psychophysical discrimination threshold (just noticeable difference). for disparity occurs when
the change in disparity is sufficient to yield a statistically
significant change in the activities of the underlying neural
population. Two factors therefore determine the discrimination threshold: (a) the amount of neural noise (variance
in the firing rate) and (b) the steepness of neural response
as a function of disparity. The values of these two factors
define a signal-to-noise ratio.
Concerning the first factor, if the noise is large, then the
stimulus must be changed by a large amount before there
is a significant change in neural activities (i.e. poor diseiminability), and the opposite holds if the noise levels are
small. Regarding the second factor, as the tuning curve of
a unit becomes increasingly steep, a smaller change in the
parameter is enough to cause a given change in response.
Therefore, steep slopes correspond to fine discriminability. As a corollary to this, a tuning curve makes its
greatest conmbution to discrimination when the stimulus
is away from its peak, because the slope is zero at the peak
and steepest on the sides of the curve. (In the analogous
case of colour vision, the psychophysical wavelength discrimination curve (Bouman and Walraven, 1972) has a
numbea of peaks and troughs which can be related to the

steep and flat portions of the three chromatic tuning
curves.) It is important to emphasize that it is the slopes of
the tuning curve which are important for discrimmat~on,
and not tuning bandwidths. This view of discrimmability
is supported by measurements of orientation sensitivity of
neurones in cat visual cortex (Bradley et a!., 1987), which
show that the change in stimulus orientation necessary to
produce a statistically significant change in firing rate is
smallest for the steepest portions of the neural orientation
tuning curve and largest for the peak of that curve.
The process that will be followed in building the stereoacuity model is illustrated in Fig. 11.4, which shows a
subset of two disparity tuning curves from a much larger
population. In the actual model, the size of the population
is not only larger, but the shapes of the tuning curves are
somewhat different. For disparity d,, both units in
Fig. 1 1.4 will have a particular response, indicated by the
intersections of the dotted line with each of the tuning
curves. When a different disparity, d,, is presented these
responses will both change, one increasing and the other
decreasing. In essence, if the net change in the responses
summed up for all units in the population is significant
relative to the noise in the units, then we say that a discriminable change in disparity has occurred.
The reliance of this stereoacuity model on both the
amount of neural noise and the slope of the neural
response function makes it conceptually related to the
model of Shapley and Victor (1986) for displacement
hyperacuity in cat retinal ganglion cells, although their
model concerned only a single neurone and not populations of neurones.

Threshold for Discrimination

Disparity
Fig. 1 1.4 Tmo schematic tuning curves out of a much larger
population coding disparity, used to summarize operation of the
model. As disparity of a stimulus is changed (fir examplefiom
d , to d , ) , the responses of some units willgo up and those of
others will go down, as indicated by the intersection of the dashed
lines mith the tuning curves. The changes in activities of all the
units in the population are combined to see ifthe total change is
statistically significant relative to the noisiness of the disparitytuned units. I f so, then the change in disparity is considered
perceptually discriminable.

The essential question faced by the discrimination model
is this: given two levels of neural activity, is the difference
caused by a real change in the environment or does it
rather reflect chance fluctuations in a noisy system?
Assume that there are Ndisparity-sensitive units covering a small patch of the visual field, each of which has a
peak response occurring at a different &parity. The noise
in the firing of these units is assumed to have a Ghssian
distribution, and their variances are assumed to be pr+
portional to mean activity. The mean response of a unit i
to a stimulus disparity dl is then:
and the variance of the response is:

a,: = kR,
wherefo is the tuning curve function. When a second
stimulus with disparity d, is presented to the unit, it will
respond with mean activity:

4 ,=Ad,)

(1l.lb)
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and variance:
For the modelling results presented below, the proportionality constant k between the variance and the mean of
the firing rate is set equal to 1.5. None of the modelling
results presented here are sensitive to changes in this parameter by a factor of two. Such a direct proportionality
between the mean and variance is supported by recordings
in both cat and monkey visual cortex (Dean, 1981; Tolhurst et al., 1981, 1983; Bradley et al., 1987), with a proportionality constant typically in the range 1.5-2.0.
Because of noise in the model units, there is a certain
probability that the same change in response, from R,, to
R,,, could have arisen by chance rather than by a change of
stimulus. This probability is given by the following equations. First, the number of standard deviations separating
the two responses, d', is given by:

(The absolute value is taken because the disparity-tuning
curve is non-monotonic, and an increase in disparity can
lead to either an increase or decrease in response.) The
probability that R,,is different from R,, (on a one-tailed
test) is given by the complement of the cumulative standardized normal distribution function:

The number p, is the probability that there was a significant change in the activity of the ith unit.
The disparity, however, is being simultaneously presented to the entire population of N units. The discrimination threshold is the joint probability of a significant
change in the activity of the population as a whole. Making
the simplifying assumption that noise in units'is uncorrelated (the consequences of which will be discussed
below), the joint probability is:

(This model does not consider probability summation
among units in different spatial positions, since the spatial
extent of stimuli in stereoacuity tasks are generally
restricted.)
We define the disparity discrimination threshold as the
change in disparity which causes P=0.75. That is, two
disparities are perceptually distinguishable when there is a
0.75 probability that a change in neural population activity
is not due to chance. This criterion is arbitrary, but follows
the custom in psychophysical results from twoalternative-forced-choice tasks, in which the threshold is

defined as the point where the subject can differentiate
between two stimuli 75% of the time.
To generate a point on the disparity discrimination
curve, a base value of disparity d is selected and the
responses of all the units to that disparity calculated. Then
thevalue of the disparity is slightly incrernented (negative
increments for crossed disparities and positive increments
for uncrossed disparities) and the responses of the units to
the new disparity d + Ad is calculated. Following this, the
probability that the difference in responses did not arise by
chance is determined. The increment Ad is then gradually
increased until the difference in responses becomes large
enough such that there is a 0.75 probability that it did not
arise by chance, and this value of Ad is plotted on the Ad us
d curve. Repeating the process with different values of d
generates the disparity discrimination curve. A detailed
discussion of the concepts underlying the probabilistic
approach to discrimination used here can be found in
Green and Swets (1966) (see also Laming, Chapters 2-5,
8).
Equation 11.4 combines probabilities from different
units in a manner that assumes statistical independence,
which is equivalent to assuming that noise among the units
is complet~lyuncorrelated. In fact, the noise is likely to be
partially correlated. To view what effect this assumption
had on the model's results, we also generated disparity
discrimination curves assuming the opposite extreme, that
the noise in all units was perfectly correlated. This means
that, instead of assuming a disparity change is discriminable when the pooled probabilities for the population reaches 0.75, we assume that the change is discriminable
when the unit showing the largest change reaches 0.75 by
itself. Under this new rule, the overall shape of the resulting discrimination curve was the same, although fine
structure (small bumps and wiggles) in the curve were
slightly more pronounced. However, because there is no
pooling of probabilities(Equation 11.4) among units in the
perfectly correlated case the curve is shifted upwards.
Decreasing noise shifts the discrimination curve back
down, sp there is a trade-off between assumptions about
the amount of neural noise and the amount of noise correlation. This trade-off favours at best a moderate degree of
correlation, given the data on levels of neura! noise cited
earlier, although we haven't examined exactly how much
partial correlation the model will support.
This theory was originally presented using line-element
modelling (Lehky et al. 1987), a different formalism in
which the responses of the units in the population were
treated as the components of a vector. T h e discrimination
threshold was determined by the disparity change
required for the vector difference to reach a certain threshold. Line-element modelling was introduced by
Helmholtz (1909) in the context of d o u r discrimination
(also see Wande11,1982 and Wyszecki and Stiles, 1982 for
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more modern treatments of this type of modelling). With
the line-element formalism, nose in the population is
treated implicitly rather than explicitly as in the probabilistic model outlined here. Since noi* is a parameter for
which there are data, a probabilistic model is more constrained than a line-element one. In any case, using the
same set of tuning curves under both formalisms yielded
discrimination curves with essentially the same shape.

Model of Disparity Tuning Curves
The first step in applying the model is to assign a mathematical form to the disparity-tuning curves so that they
resemble those measured physiologically. Following this, a
population of such curves must be found which collectively generate disparity discrimination curves similar to
those in the psychophysical data. The fundamental building blocks of the model are the disparity-tuning curves of
units. We do not attempt here to describe how disparity
properties are synthesized from monocular units. This is
an important issue in binocular vision, but beyond the
scope of this model. It is simply taken as given that units
with certain disparity properties exist. Furthermore, no
attempt is made to describe the matching process between
images presented to the two eyes, or what aspects of the
images may act as tokens for the matching process.
We have chosen to describe the disparity tuning curves
as the difference of Gaussians. Following the classification
of Poggio (1984), these model curves are divided into three
classes: near, far, and tuned. The equation for the response
of a tuned unit is:

which is illustrated in Fig. 11.5(b).This is the differenceof
two Gaussian curves whose peaks are centred at the same
position, one broader than the other. The result is a tuning
curve with flanking inhibitory lobes similar to those
observed by Poggio (1984). Although tuned-inhibitory
units are also observed physiologically, only tunedexcitatory units are used in the model because only a
change in activity, and not the polarity of the change, is
relevant when determining discriminability. For the purposes of this model, therefore, both types of tuned units
are equivalent.
The equation for the response of a near unit is:

( 4 -

R = 1.13

e

(d- (dm, + d

(d- d,kf

-e

a=

i(11.6)

and the equation for the response of its mirror image, a far
unit, is:

139

Examples of these curves are shown in Fig. 11.5(a)and (c).
The asymmetries of the near and far tuning curves result
from shifting the peaks of the two Gaussians by an amount
a prior to subtracting them.
Note that two parameters must be defined for each
curve: dpk, which is related to the disparity that produces
peak response of the unit, and a, which is related to-width
of the tuning curve. (For tuned units dpk indicates exactly
the peak of the tuning curve, whereas for near and far units
the actual peak is shifted slightly from dpk.) All three
classes of curves have positive and negative lobes, which
indicate modulation around a spontaneous level of
activity, marked by the dashed zero lines in Fig. 11.5.

Disparity. (min)

Fig. 11.5 Examples of disparity-tuning curves used in the model.
( a ) Near unit, ( b ) tuned unit, (c) far unit. The shapesfor these
mere selected to resemble those described by Poggio ( 1 984).
Populations of disparity-tuned units are formed by varying two
parameters, one dejning peak location and the other defining the
broadness of the tuning curve (Equations 11.5-11.7). The modcl
does not depend critically on these exact shapes, nor does it
require them to be split into discrete classes, as shown here.

D i s p a r i t y (min)

D i s p a r i t y (rnin)
Fig. 11.6 ( a ) A populatron of three tunrng curvesfor encodrng
drsparrty. These roughly match the average characterrstrcs of the
neurones descrrbed by Poggro (1984) as the near, far and tuned
unrts. We were not able to model successfully drsparrty
drscrimrnatron curves wrth thrs populatron, or any other
populatron of three unrts. ( b ) Drsparrty drscrrmmatron curve
produced by the populatton of model unrts m ( a ) (whrch should
be compared to the data m Frg. 11.2). The sprky appearance
occurs because of insuficient overlap between tuning curves. If
the overlap is increased by broadening the 'tuned' unit beyond
what the physiology indicates, the spikes disappear, but the curve
then has a broad U-shape rather than the sharp V-shape seen rn
the data (Fig. 11.2).

However, when actually performing calculations, the
tuning curves were shifted up by 0.3 to eliminate negative
values, and renormalized to have a peak activity of 1.0.

Calculations of Disparity Threshold
Curves
The task now is to find a set of disparity tuning curves that
generate a disparity discrimination curve resembling that
of the psychophysical data (Fig. 11.2) within the constraints imposed by the physiological data. We first tried,

unsuccessfully, to do this with just three tuning curves
(Fig. 11.6(a)), one from each class, which were selected
with' values of dWak and CT corresponding to the means
described by Poggio (1984). The resulting discrimination
curve (Fig. ll.6(b)) was entirely unsatisfactory. The
prominent spikes occur because there was insufficient
overlap between the mechanisms (recall that flat portions
of tuning curves produce large discrimination thresholds).
The situation could be alleviated somewhat by ignoring
physiological constraints on the tuning bandwidths and
choosing a set of three curves giving the smoothest possible curve (that is, expand the width of the tuned mechanism so that its steepest portions coincide with the flat
peaks of the near and far mechanisms). Though better, the
resulting discrimination curve was still not satisfactory
because it had a broad U-shape rather than the sharp
V-shape found experimentally.
Another problem was that the curve in Fig. 11.qb) was
much too high, not dropping below a disparity discrimination threshold of 70". Decreasing the noise parameter k in
Equation 11.1 shifted the disparity discrimination curve
down (without significant change in shape). We found that
the curve could be shifted down to levels compatible with
the psychophysical data by reducing the noise parameter
from 1.5 to 0.02. However. that level of noise is much less
than the level found in physiological data. Another way to
shift the curve down is to increase the size of the population, because of probability summation (Equation 11.4)
(i.e. since probability summation is being carried out over
more units, a smaller change in disparit~leads to a statistically significant change in the pooled activity). This argument would suggest that three units is not enough to
encode disparity at a particular location in the visual field.
In summary, we were not able to find any set of three
disparity tuning curves that gave a good account of the
disparity discrimination data, both because the shape of
the resulting discrimination curve was qualitatively wrong
and because the curve was shifted too high.
The next step was to add additional tuning curves to the
popula$on. After various attempts, we found the following rule to be effective for generating reasonable discrimination curves: make the bandwidth of each tuning curve
proportional to the disparity of the peak response. This
had the effect of always placing the steepest portion of the
near and far tuning curves near zero disparity, producing
very fine discrimination at that point. As before, the variance of the noise was set equal to 1.5 times the value of the
mean activity level (Equations 1l.l(a) and (b), k = 1.5).
The smoothness of the discrimination curve improved
as more tuning curves were added, and we achieved a
satisfactory result with a minimum of 17 mechanisms (six
far, six near and five tuned, with parameters given in Table
11.1), as shown in Fig. 11.7(a). The final discrimination
curve is shown in Fig. 11.7(b). It is interesting to note that
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Table 11 1 Parameter values for [he drspurrty curves In
ftg I 1 7 ( u ) , us dejned by Equatrons 11 3; 11 6, and 11 7 The
runrng curves rn Frg 11 9(a), for an eccentrrclty awuyjrom
fitalron, are obrarned by multrplyrng bofh dprakand a in this
rablr by .I0

Disparity (rnin)

Disparity (min)
Fig. 11.7 ( a ) The smallest population ( 1 7 units) judged
sg$icient to give an adequate representation o f the data.
Parameter values are given in Table 11.1. In'this population,
tuning curve width increased with peak location, so that the
sreepest portions o f the near and& curves all fall near zero
disparity. Since discriminability depends on the slope of the
tuning curves (and not tuning curve width), this organization
produced highest discriminability at the horopter. N o signi/icance
is placed on this particular number of tuning curves, other than
as a rough indication of the minimum population size needed to
encode disparity. ( b ) Disparity discrimination curve produced by
the population in Fig. 11.7(a), which should be compared to
data in Fig. 11.2.

the fine stereoacuity at zero disparity is produced not by
the narrow tuned mechanisms, but by the near and far
mechahisms which have a confluence of their steep portions at zero. Although the tuned mechanisms also had
steep slopes, they were not concentrated at any one disparity.
The discrimination curve in Fig. 11.7(b) flattens out to
a shallower slope at a pedestal disparity of about 20'. The
degree of flattening can be increased in the model by
moving out the peaks of the most distal near and far units
to higher disparities. Also, the flattened portion of the
curve does not continue beyond the bounds of the graph in
Fig. 11.7(b). Rather, at a pedestal disparity of about 100'
the curve abruptly turns upward and climbs almost verti-

Tuning
curve

TYpe

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Near
Near
Near
Near
Near
Near
Tuned
Tuned
Tuned
Tuned
Tuned
Far
Far
Far
Far
Far
Far

dpeak
(mrn)
- 0 540
- 0.380
- 0 270

- 0 180
- 0 130
-0.100
- 0 075
- 0.038
0.000
0.038
0 075
0.100
0.130
0.180
0.270
0.380
0.540

a

(min)
0 900
0 650
0 450
0.320
0 180
0 110
0.075
0 064
0.062
0 064
0 075
0 110
0.180
0.320
0.450
0 650
0 900

ally to infinity. (This occurs as disparity falls along the
shallow tail of the last tuning curve.) This means that,
under this model, there is a limit beyond which disparity is
not discriminable by stereoscopic mechanisms.
No special significance should be placed on the number
of mechanisms (17) we used. Rather, we wish to emphasize the more qualitative point that three mechanisms is
insufficient, and offer 17 as a rough estimate of the minimum possible size of the population encoding disparity. In
addition, no claim is made that the tuning curve shapes
presented here are unique. For example, good discrimination curves can be generated using simple Gaussian
tuning curves without the inhibitory lobes by following
the bandwidth-proportional-to-peak rule. The inhibitory
lobes are only included to be consistent with the physiology. An alternative arrangement wk also found to be
satisfactory (proposed by Wilson, personal communication) was to have the tuning curves in sets of mads (near,
far, tuned), such that the curves in each mad had optimal
overlap (steep portions of tuned curves coinciding with
peaks of near and far curves), with each mad being successively more broadly tuned. This arrangement and others
which gave a good match to the data required many tuning
curves, close to the number 17 given above.
More tuning curves can be used, however, and still
produce a reasonable disparity discrimination curve.
Fig. 11.8(b) shows a discrimination curve generated by a
population of 200 units (Fig. 11.8(a) ) whose peaks were
chosen at random with a normal distribution around the
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Fig. 11.8 ( a ) Popularton of 200 dtsparrty tunrng curves whose
peaks were chosen randomly and whose wrdths were proportronal
to peak locatron. Such a large, random populatron was also
capable of grvrng a sattsfactory account of the data. A
populatron of thts srze I S roughly the maxzmum allowed by the
model, f i r reasons drscussed in the text. ( b ) Disparity
dtscr~rn~nat~on
curve produced by the population in Fig. 11.8(a),
whrch should be compared to the data of Fig. 11.2.

prototypical tuning curves shown in Fig. 1l.qa). As
before, each tuning curve has its bandwidth proportional
to its peak location, and the noise parameter k in Equation
11.1 is set to 1.5. In this case, the three classes of tuning
curves were in the ratio 1:2:1 in order to more closely
correspond to Poggio's (1984) observation that tuned units
are most numerous. The curve generated by 200 units
retained the same shape as that produced by 17 units, but
was shifted down because of increased probability summation in the larger population.
A limit on the size of the population can be estimated
because the disparity discrimination curve shifts down as
the number of units involved in the encoding of disparity
increases (holding noise constant). T h e discrim&ati~n
curve produced by 200 units (Fig. 11.8(b))had its vertex at
about 1.0", slightly below the best experimental values
(2.0"). It would not be possible, under this model, to have
more than about 200 units without pushing stereoacuity to

unrealistically low levels. Under this model, therefore,
there is a lower limit of roughly 20 units and an upper limit
of roughly 200 units involved in the final, output representation of disparity at a particular position in the visual field.
This does not include auxiliary binocular units participating in various underlying circuitry, such as those involved
in eliminating false matches during stereopsis, mediating
lateral spatial interactions, controlling vergence, or other
computations that are required for binocular vision; these
bounds refer only to the final output that can be assayed by
perceptual reports.
Although the model with 200 units appears to offer a
more unwieldy accounting of the data than that with 17
units, it offers the compensating advantage of greater
robustness. The 17-unit model required careful, trial-anderror fine tuning to adjust the set of tuning curves to produce a reasonably smooth discrimination curve without
wiggles (although some small ones remain visible). With
the 200 unit model, equivalent results were obtained without careful selection of the tuning curves, just by picking
them at random. So the first advantage of having r e p
resentation mediated by a large population is a tolerance
for sloppy construction. A second advantage is that a large
output set allows the loss of units without major degradation in performance. Overall, then, having many units
involved in the output representation trades parsimony for
robusmess. Nevertheless, we retained the model with 17
mechanisms for computational convenience and ease in
interpreting the results. All the subsequent results in this
chapter were based on this model.

Effect of Eccentricity on the Shape of the
Discrimination Curve
In Blakemore's (1970) data (Fig. 11.3), the discrimination
curves become shallower when discrimination is measured
away from fixation. We modelled this by scaling the 17
tuning curves, so that their widths are broader and their
peaks extend over a greater range. This was done by multiplyin8 the parameter values in Table 11.1 (both d,r: and
a)by a single constant, which is equivalent to grabbing the
two ends of the y-axis in Fig. 11.7(a) and stretching it
outwards. Fig. 11.9(a) shows the 17 tuning curves after
these parameters were multiplied by 3.0, and Fig. 11.9(b)
shows the resulting disparity discrimination curve. Compared with the original curve in Fig. 11.7(b), the minimum
of the curve has increased, and the slopes of the curve have
decreased. These are the same two effects seen in
Blakemore's (1970) data. It can also be seen that the finescale bumps are more prominent in Fig. 11.9(b) than in
Fig. 11.7(b), the result of a coarser sampling density of
tuning curves. They would diminish upon addition ofsevera1additional curves to the population, and in any case are
still below the resolution of the data.
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arithmic then the other will also be logarithmic, or ifone is
linear then the other will also be linear, etc.

Predictions of Interval and Rate Codes

D i s p a r i t y (min)

D i s p a r i t y (min)
Fig. 11.9 ( a ) Population of disparity-tuning curves used to
model the disparity discrimination curve at eccentricities away
fromfiration (i.e. the data in Fig.11.3). This is the same as the
set of units shown in Fig. II.7(a), except that-the tuning curves
have been broadened, and the peaks extended over a wider range.
( b ) Disparity discrimination curve produced by the population in
Fig. 11.9(a). Compared to the curve in Fig. I l . l ( b ) , this curve
has its vertex shifted up and sides at a more shallow slope. These
mere the same effects seen in the data of Fig. II.S(a) and ( 6 ) as
eccentricity was increased. This model predicts, therefore, that
disparities at eccentricities away horn firation are encoded in a
population having broader tuning curves and more scattered
peaks relative to the population at firation.

The model therefore predicts that when disparitytuning is measured for cortical cells away from the foveal
projection, they will be broader and their peaks will be
more scattered than for cells with receptive fields near the
fovea. (This would be expected if disparity-tuning bandwidths were to scale with the receptive field diameters of
the contributing monocular cells, which are well known to
expand with eccentricity.) Furthermore, the model predicts that the equation describing the mean disparitytuning bandwidth of neurones as a function of eccenmcity
will be the same as the equation describing psychophysical
stereoacuity as a function of eccenmcity (even though it is
the slope and not the bandwidth of tuning curves that
directly determines stereoacuity). That is, if one is log-

A distributed representation for encoding disparity has
been constructed that is consistent with discrimmation
data. Can models accounting for these same data also be
constructed from disparity representations based on interval encoding (Fig. 1l.l(a)) or rate encoding (Fig. I l.l(b))
that also account for these data?
Most models of stereopsis are based on interval encoding. The disparity-tuning curves generally used, by Marr
and Poggio (1976) as well as many others, is the Dirac 6
function (which corresponds to a spike shaped curve of
unit area that is infinitely narrow but infinitely high). For
the sake of physical plausibility, we broaden the tuning
curves to a narrow but appreciable width (Fig. 11.lqa)),
using Gaussian functions with slight overlap. The resulting disparity discrimination curve (Fig. 11.1qb)) is not
smooth and does not resemble the data. The basic problems are first, insufficient overlap between mechanisms,
leading to the spiky appearance of the curve at the fine
level, and second, uniform widths in their tuning, leading
to the essential flatness of the curve at the gross level.
These are problems independent of the exact shape of the
tuning curves, within broad limits. The only way to overcome these difficulties is to broaden the tuning curves,
making them overlap each other to a much greater degree.
These adjustments reduce the amount of information a
single unit provides about the disparity in the stimulus. In
the limit, the broadened interval code becomes a dismbuted representation in which the information is contained in the pattern of activity of a population. We
conclude that representing disparity with an interval code
is inconsistent with the psychophysical data.
Rate encoding, in contrast, could account for the
psychophysical data very well. The disparity response
curve in Fig. ll.l(b) has activities which are modulated
above or below spontaneous activity by crossed and
uncrossed disparities, respectively. Tchecurve has a steep
slope near zero disparity, leading to fine discriminability,
and flattens out for larger disparity values (both positive
and negative), where discriminability is poor. With the
appropriate flattening function, a V-shaped discrimination curve can be reproduced using the probabilistic discrimination model introduced earlier. (An alternative is to
have two units, whose firing rates are proportional to
crossed or uncrossed disparities.) Rate encoding offers the
most parsimonious accounting for the psychophysical disparity discrimination data considered in isolation. The
problem is that there is no physiological evidence for a
substantial population of neurones having such monotonic
disparity responses, so this mode of encoding must be
rejected.
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Fig. 11.10 ( a ) A population of tuning curves meant to represent
an interval encoding scheme (Fig. 11.1( a ) ) , such as that used by
Marr and Poggio (1976) and other similar models, compared to
the population coding scheme (Fig. I l . l ( b ) ) that was used here.
It is important for this result that there is minimal overlap
between tuning curves. The shapes of the curves are not critical.
( 6 ) Disparity discrimination curve produced by the population of
( a ) . The extreme spikiness of the curve would occurfor any
implementation of an interval encoding scheme, since it is the
result of the lack of overlap between tuning curves in the
population. The spike at , z r o disparity is smaller than the
others because of an artifact: it marks the splice point where the
task of the model shifis fromfinding the least discriminable
disparity decrement to the least discriminable increment.

Discussion
The central premise of the model was that disparity is
encoded in a neural population composed of units having
broad, overlapping tuning curves. In such a distributed
representation, the activity of a single unit gives only a
very coarse indication of the stimulus parameter. This
does not mean that precise information is lost, only that
the information is dispersed in the joint pattern of activity
of the population. Other ways of representing disparity
were also considered, namely interval encoding, in which a
separate unit is dedicated to represent each small range of

disparity values, and rate encoding, in which disparity is
proportional to the firing rate of a single unit. Each of these
latter two renresentationalschemes was found to be inconsistent with the physiological or psychophysical data.
Thus we see how consideration of the limits of disparity
discrimination constrain the possible ways disparity
encoding in the brain can be explained.
The concept of using a distributed model for representing a continuum arose in nineteenth century psycho.nhvsics
. from the idea that colour is encoded bv the relative
activities in a populalion of three overlapping colour channels (Young, 1802; Helmholtz, 1909). In our model, the
parameter is disparity rather than colour, and more mechanisms than those were required to fit the experimental
data, but the essence of the idea is the same. In a similar
manner it is possible to apply the concept to many other
parameters. Examples of this are models incorporating a
population code for the visual representation of stimulus
size (Gelb and Wilson (1983), based on Wilson and
Bergen, 1979), and for the motor representation of arm
movements (Georgopolous et a/., 1986).
Some consequences of population coding (also called
coarse coding) were analysed by Hinton (1986) in the context of model neurones that have only two levels of firing,
fully on or fully off. This allows a parameter to be encoded
by a set of overlapping, rectangular-shaped tuning curves.
The general conclusion of Hinton's study was that a small
number of overlapping, coarsely-tuned units were more
efficient at encoding isolated positions or features than
many finely-tuned ones, a conclusion also valid for neurones allowed to have continuously graded activities such as
in the model presented here. However, there are differences between the two cases about how limits to discriminability arise. In Hinton's model, which does not
include any noise, the accuracy with which information is
encoded is determined by the number of rectangular
tuning-curve boundaries that are crossed as the parameter's value is changed. As formulated by Hinton, this is
a function of both the number and the widths of the tuning
curves, The situation is very different for a population of
continuous-valued units. For this case, in the absence of
noise a oarameter's value can be encoded with infinite
precision independent of the number and widths of the
tuning curves (other than the weak restrictions that there
be at least twocurves, and that they overlap to a reasonable
degree). Discriminability in a population of continuously
valued units is limited by the amount of noise and the
slopes of the tuning cuwes (forming a signal-tenoise
ratio), and not the widths of the tuning curves.
Our model leads to the conclusion that the population
- of neurones encoding disparity for a small patch of visual
field may be as small as a few tens of units, or as large as a
few hundred. These are many more than the three found
in colour vision, which is considered the best established
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example of population coding. Perhaps inspired by the
example of colour vision, ~t is sometimes felt that every
effort should be made to compress a pbpulation code to as
small a number as possible. Howeuer, colour may be an
unusual case. T o maintain a large number of colour mecha n i s m ~requires rhe burden of being able to produce many
slightly different pigment molecules (see Nathans et a/.,
1986, for a discussion of the genetic machinery underlying
visual pigments). O n the other hand, there appears to be
less cost in providing a broad range of values for other
visual parameters, which may involve gradations in the
biophysical characteristics or anatomical size of the underlying neurones. Some of the advantages of building redundancy into a representation by having large populations
were outlined earlier, and it seems reasonable that population codes may in general be substantially larger than that
for colour. In fact, the unusually low redundancy in colour
coding may be the reason why colour anomalies appear to
be by far the most common defect of neural origin in
vision.

Consequences of Using a Population Code
for Disparity
T h e choice of a distributed representation for disparity
will affect the structure of any model of stereopsis that is
constructed using it. Consider, for example, the model of
Marr and Poggio (1976), which is based on an interval
code. In that model the units tuned to the same disparity at
nearby spatial locations reinforce each other, and units
tuned to different disparities at the same location inhibit
each other. False matches are eliminated by using inhibition to shut off all the units tuned to the wrong disparities
at a given location, a form of winner-take-all circuit. This
strategy clearly is not suitable for a distributed representation having broadly tuned units. T h e goal in a distributed
code is to alter the relative firing rates to produce a new
pattern of activity and not to shut off all but one of the
neurones in a population. A general point to emphasize
here is that the characteristics of the hardware available
(broadly-tuned units vs very narrowly-tuned ones) may
strongly affect the choice of algorithm required to carry
out a given computation.
Our approach has been to consider a variety of neurophysiological and psychological data and use them in combination to constrain possible models of binocular
organization in the primate visual system. Some models fit
only part of the data, such as rate encoding of disparity,
which cah parsimoniously account for the psychophysical
stereoacuity data but is inconsistent with the neurophysiology. Conversely, the psychophysics also constrains
interpretation of the neurophysiology, for out of the large
random sample of disparity-tuned neurones that have
been measured, there is no reason to group them in any
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specific set other than from consideration of the psychophysics. This interaction and mutual constraint between
physiological and behavioural data provides a particularly
rich environment for the development of neural theory.
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