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We propose a systems-level computational model of the basal gangha based closely on known
anatomy and physiology. First, we assume that thalamic output &argets of the basal ganglia,
which relay ascending information to cortical action and planning areas, are tonically inhibited.
Second, we assume that the output stage of the basal ganglia, the internal segment of the globus
pallidus (GPi), selects a winner from several potential actions. The por"entia.1actions are
represented as parallel streams of information, each competing for access to the cortical areas
that implement them. The requirement for both tonic inhibition of thalamic nuclei and winnerselection leads to a circuit, that in the simplest possible form, has neurons in exactly the
configuration found in the basal ganglia. In particular, the subthalamic nucleus, which contains
primarily excitatory neurons, is instrumental in implementing a "winner-lose-all" in the globus
pallidus, which selects thalamic targets by disinhibition. We combine this winner-selection
mechanism with reinforcement learning through dopaminergic neurons in the substantia nigra
and the ventral tegmental area to m o w the cortico-striatal synapse efficacy. Using this model,
we demonstrate its function on two behavioral tasks. One task, termed the Multiarmed Bandit
(MAB) is based on hypothesis testing in an environment with uncertain risks and rewards. The
model both mimics the behavior of normal humans performing this task and makes predictions
regarding the performance of schizophrenics. It was found to be sensitive to both the level of
presynaptic noise in the striatum and the relative weighting of short-term vs. long-term reward.
The performance on the second task, the Wisconsin Card Sorting Test (WCST), was found to be
sensitive both to the level of presynaptic noise in the striatum, and the ratio of positive to
negative learning rates. The model predicts performance both in Parkinson's disease and
schizophrenia. These results are discussed within the framework of existing data regarding
mechanisms of synaptic plastiaty, axo-dendritic architectures in the basal ganglia, and disease
states.

Introduction
The basal ganglia are a collection of subcortical structures that are relatively large in
primates, particularly in humans. Although much is now known about both the types
of neurons that comprise these structures and their connectivity, relatively little is
known about the overall function of the basal ganglia. Lesion studies both in lower
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primates and in humans consistently point to a role in motor function, yet it is known
that several parts of the basal ganglia receive massive projections from the prefrontal
cortex, suggesting a role in planning and possibly cognition. In this paper, we suggest
an anatomically motivated computational model that integrates experimental data from
the molecular to the behavioral levels.
Approximately 80% of both the striato-pallidal and pallido-thalamic neurons are
GABAergic, a prevalence of inhibition that is unique in the CNS, yet no satisfactory
explanation exists for this finding. In particular, the striato-pallidal-thalamicpathway is
comprised of two GABA neurons in series with each other. A fundamental question is
what advantage this arrangement confers over a single excitatory synapse. Recent
findings suggest the maintenance of cortical topography throughout the basal ganglia,
which has raised the possibility that parallel streams of information project through the
structure, but with relatively little integration being performed [2]. However, it is also
known that the input stage of the basal ganglia, the caudate and putamen (collectively
referred to as the striatum) receive inputs from almost the entire cortex. There is also a
convergence in neuron number from the striatum to the output stage, the globus
pallidus. These two levels of massive convergence suggest that the basal ganglia is
involved in integrating many types of information to either plan or select an action from
the many competing possibilities represented in the cortex.
The primary source of dopamine in the brain is found in the substantia nigra and
ventral tegrnehtal area (VTA), both of which have close ties with the other basal ganglia
structures and themselves are often considered part of the basal ganglia. Dopamine has
been implicated in reward-driven learning, and the VTA is known to be a selfstimulation site. The role of dopamine seems to be closely related to motor behavior
and the need to perform an action in so-called operant tasks where rewards are
contingent upon acting. Yet dopamine has also been implicated in cognitive deficits,
especially in regards to schizophrenia, where the best predictor of pharmacologrcal
efficacy is dopamine-receptor affinity. In this paper, we propose a model for the role of
dopamine that integrates its role in reinforcement with that of the aforementioned
motor planning.
While the connectivity of the basal ganglia and its ventral extensions, the nucleus
accumbens and ventral tegmental area, has been well described, there is no consensus
regarding the types of computations these structures are performing. Although the
overall function is believed to be related to planning and executing actions, especially
sequences of actions, it is not clear how the circuitry could accomplish this. Previous
attempts to assign function to the basal ganglia circuit have primarily relied upon
heuristic arguments without any analytical or computational analysis to test these
ideas. Swerdlow and Koob attempted to understand certain aspects of psychiatric
disease by proposing a model based on nested loops of activity through the ventral
parts of the basal ganglia [31]. However, their model was based on logical arguments
and did not attempt to characterize the behavior of the proposed circuit. The presence
any nonlinear element in such a circuit might lead to behavior that is not intuitively
obvious. We propose in this paper both a filtering function for the basal ganglia in
which optimal actions are selected for given cortical states and an anatomically realistic
computational circuit to implement this function.
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Methods
Selection Model
We modeled the basal ganglia as groups of simplified neurons that corresponded to the
various divisions of the structure. One aspect was concerned with modeling the actionselection function, and the other with the role of dopamine in reinforcement learning.
The action-selection mechanism, shown in Fig. 1, serves to demonstrate how the
structures of the basal ganglia allow for competition between competing streams of
information. A single unit in the model corresponds to a locally distributed
representation of some function, which could be a spatially distributed set of neurons.
We assume the existence of functionally distinct parallel streams of information, as
proposed by Alexander et al. [2], from the cortex through the striatum to the globus
pallidus.
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Fig. 1. Connectionist model of the action selection mechanism of the basal ganglia. The input
level, the striahun, receives cortical input represented as w,,, where w,, is the synaptic strength
connecting cortical unit j to striatal unit i. Each striatal unit also receives a presynaptic noise
input, q,. A striatal cell fires when it =aches threshold and then inhibits the tonically active
globus pallidus internus (GR) neuron. The convergent pathway through the globus pallidus
externus (GPe) and subthalamic nucleus (STN) allows for diffuse excitation of the GPi neurons
after time z. In this manner, the first striatal neuron to reach threshold fires and then disinhibits
the corresponding thalamic target. After time z, the other GPi neurons are exated and thus
prevented from disinhibiting their thalamic targets so that only the first striatal neuron to reach
threshold gets its signal through to the thalamus.
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Given the assumption that a primary function of the basal ganglia is to select one of
many competing streams of information, we show that one of the simplest possible
circuits matches exactly that found in the basal ganglia. The output stage of the basal
ganglia, the internal segment of the globus pallidus (GPi), is known to be almost wholly
GABAergic and tonically active. Thus the GPi tonically inhibits the target thalamic
nuclei (VLm, VLpc/mc, VLo, CM). Because these nuclei may also gate ascending
information to their cortical targets (motor, supplementary motor, prefrontal cortices), it
is reasonable that they should be tonically inhibited until the ascending information is
required for action. Furthermore, release from tonic inhibition in the thalamus leads to
a very rapid post-inhibitory rebound. Given that the GPi neurons must be tonically
active, in order for one information stream to be selected, one, and only one, GPi unit
must be turned off, thus allowing for disinhibition of the corresponding thalamic target.
Traditionally, this is thought of as a "winner-take-all" mechanism, but here it is more
accurately termed a "winner-lose-all" because the selected GPi target turns off. Because
the GPi unit must be inhibited, the afferent projections to the GPi, from the neostriatum,
must themselves be inhibitory. In order to implement the winner-lose-all mechanism,
only one unit should be allowed to become inhibited. This could be achieved by lateral
excitation from the subthalamic nucleus (STN). As shown in Fig. 1, the striatal,
GABAergic units project in a parallel fashion to the GPi, thus maintaining the separate
streams of information, but the striatal units also project in a convergent fashion to the
external segment of the globus pallidus (GPe). The GPe, which is also tonically active,
inhibits the STN. The first striatal unit to reach firing threshold disinhibits its
corresponding thalamic target (via the GPi), but it also disinhibits the STN (via the
GPe). The firing of the STN excites a larger group of GPi units, thus preventing any
other streams from being disinhibited.
Because there is an extra delay associated with traversing the GPe/STN route (the
indirect pathway in Strick's terminology), any stream to be selected must inhibit the
corresponding GPi target before the STN fires. This concept can be quantified in terms
of the synaptic efficacy of the cortico-striatal synapses and how different they must be
in order to allow for the selection of only one winner. If synaptic efficacy is represented
by a weight, w,,, and the cortical afferents fire with frequency, J , then to first
approximation, the pre-synaptic input to the striatal cell is:

where k is a proportionality constant (or gain) and was equal to 1 for the simulations,
and Ti is the presynaptic noise to striatal unit i. The post synaptic potential of the
striatal unit, Vi,can be represented to first approximation as a linear sum over time of
the presynaptic inputs (i.e. no synaptic decay):

where t is time, and VWtis the resting membrane potential. If only one GPi unit is to be
inhibited, then one requires that the second striatal unit reach firing threshold at least t
seconds after the first one, where -r is the added delay incurred by traversing the
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GPe/STN route. There is a race between the direct inhibition and the indirect excitation
that determines the "winner", which becomes inhibited. There wdl be a single winner if
the input to the striatal unit with the second strongest input, strz, satisfies this
condition:

where stn is the largest input of all the striatal units, and V* is the membrane potential
threshold for firing. Depending on the magnitude of the noise, the driving inputs may
need to be substantially different in order to allow for only one winner. As the
GPe/STN delay, r, increases, the upper limit for strn becomes smaller relative to s t r ~
(see Fig. 2). This effect can be offset by increasing the firing threshold, Vth, such that a
given presynaptic activation would take longer to cause a striatal unit to reach firing
threshold. Thus smaller differences in presynaptic activities result in longer times to
threshold in the striatum, and if Vth is increased further, these time differences
eventually exceed the GPe/STN delay so that a single winner emerges.

,

Fig. 2. Maximum ratio of integrated postsynaptic potentials in striatal units such that only one
winner is selected. These curves were calculated from Eq. 3. For longer time delays, r,
associated with the GPe/STN route, the ratio between the second highest striatal activity 0 1 2 ) to
the highest striatal activity 011) must be smaller. Thus for long delays, the striatal activities
must be vastly different, whereas for short delays, on the order of 5-10 ms, the winner-lose-all
mechanism is able to distinguish relatively small differences in afferent inputs.
Once a winner is selected, the action is implemented through neurons in the motor
cortex. The action results in some external event so that the model receives feedback
regarding the appropriateness of the action performed. This feedback is assumed to
result in affective significance such that areas of the brain like the limbic cortex or the
hypothalamus respond in an appropriate manner. Signals from these affective areas are
presumed to reach several of the monoamine systems, which then release modulatory
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neurotransmitters. In our model, both the substantia nigra pars compacta (SNc) and the
ventral tegrnental area (VTA) release doparnine in the striatum in response to positive
external reward (see Fig. 3). We assume that dopamine changes the cortico-striatal
synapse efficacy in an approximately linear manner, but that this depends on the
presence of both pre- and post-synaptic activity:

where Awijmat is the magnitude of change of the synapse from cortical input unit j to
striatal matrix unit i, XjCk and Vi are the activities of those cells respectively, 6 is the
magnitude of the dopamine signal, and p is a proportionality factor that sets the rate of
learning.

Reinfmcernent Model
Montague et al. [20] proposed a model of reinforcement learning in which the diffuse
monoamine systems, especially the doparnine system, could modlfy synaptic strengths
based on the release of dopamine. They suggested that dopamine is released in
response to deviations from learned predictions of future reward. By postulating that a
diffuse neurotransmitter such as dopamine facilitates the change of synaptic strengths,
they demonstrated a plausible mechanism by which extrinsic rewards and penalties can
be translated into the learning of specific behaviors. The primary source of dopamine, a
neurotransmitter whose release is known to be closely linked to reward-driven
behavior, is located in the VTA/SNc, structures also known to have intimate
connections with the basal ganglia. Because of its close relationship with the actionselection model described above, we modeled the effect of dopamine as that of a
neuromodulator that changes cortico-striatal synapse strength in close accordance with
the Montague-Dayan-Sejnowski model [20].
The dopamine signal from the VTA/SNc represents a prediction error for all future
rewards based on the current state of the brain. This pool of neurons receives a
projection from the limbic system, which conveys the instantaneous reward, or affective
significance, represented by r below.
Another afferent comes from the patch
component of the striatum. The striatal patch computes a modified temporal-difference
[3,29,30] of the expected reward associated with the action selected by the winner-loseall mechanism. There are two possibilities for conveying the information to the striatal
patch about the selected action. One possibility is through the cortex; the other
possibility, which we have illustrated in our model, relies upon the thalamo-striatal
pathway, and in particular, the intralaminar nuclei. The patch activity was modeled by
a set of coupled equations:
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where patch is the activity of the striatal patch cell. P represents a weighted moving
average of the input from the thalamus and is also computed in the patch. y is a factor
ranging from 0 to 1 and when equal to 0, represents a weighting of short-term input,
and when equal to 1, represents a weighting of long-term input. c is the time constant
for computing the weighted average of prior activity. yj is the activity from the thalamic
cell corresponding to action j, and wpt is the synaptic strength from thalamic cell j to
the striatal patch cell (see Fig. 3).

Limbic1
Amygdala

To Hypothalamus

Fig. 3. Complete schematic of the model that integrates both action selection and reinforcement
learning. The action selection is the same as in Fig. 1 and is seen on the right side of the
diagram. The reinforcement mechanism involves the patch element of the striaturn projecting to
the dopamine containing neurons found in the VTA/SNc. The patch receives afferents from
neurons in the CM/PF nuclei of the thalamus, which represent the selected action. The patch
output represents a temporal-difference of its inputs and signals changes in predictions of future
reward. This information converges in the VTA/SNc with information about extrinsic
reward/penalty as conveyed by the limbic system and amygdala. The difference in these
signals is used to modtfy both the cortico-striatal and the thalamo-striatal synaptic efficacies.
The VTA/SNc also sends projections to the hypothalamus, which allows for predictions of
reward to be transmitted to the autonomic system.
The dopamine reinforcement signal, 6, represents the difference between the striatal
prediction, patch, and the limbic reward, r:
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8(t) = r ( t )- patch(t)

(7)

As in Eqn. 4, the dopamine signal, 6, also modifies the thalamo-patch synaptic
strengths:

AWP"'
J = p6ylpatch

(8)

In this manner, the thalamo-patch synapses eventually stabilize at a value proportional
to the mean value of the reward associated with the particular state representation from
which it originates.
The model described above is based purely on existing anatomical and physiological
data without any reference to behavioral significance. Because networks of neurons
ultimately give rise to behavior, we sought to test our proposed model of the basal
ganglia on two neuropsychological tests. The first paradigm represented a test of risk
avoidance, called the Multiarmed Bandit (MAB), and the second paradigm represented
a well-known test of frontal-lobe function, the Wisconsin Card Sorting Test (WCST).

Results
The behavior of the winner-lose-all mechanism was primarily dependent upon the
parameters appearing in Eqn. 3. As shown in Fig. 2, the longer the delay associated
with traversing the GPe/STN route, z, the lower the probability of one winner
emerging. This effect was less prominent at lower presynaptic activations because there
the time to reach firing threshold was the limiting factor. At high presynaptic
activations, several striatal neurons can reach threshold within z secs. This effect could
be counteracted by also increasing the quantity Vth-VWt. Thus by either increasing the
threshold for firing or decreasing the resting membrane potential, i.e. hyperpolarizing,
the effect of an increased GPe/STN delay could be countered. In the paradigms tested,
only rarely was there a failure of the winner-lose-all mechanism.

Behavioral Tests
Multiarmed Bandit
The Multiarmed Bandit (MAB) can be thought of as a Las Vegas style slot machine with
several arms that can be pulled, or more simply, several decks of cards from which the
subject can choose (see Fig. 4a). Each deck, j, has an associated mean payoff, p, and the
individual card payoffs comprising that deck are normally distributed about the mean
with a standard deviation, q. The subject is instructed to simply keep drawing cards
from whichever deck he/she wishes in order to maximize the end payoff. The object is
to discover, by sampling the different decks, which one has the highest return and to
keep sampling that one. Depending on the mean and standard deviation of the deck,
individual cards may have either positive or negative payoff values. If a deck has both
a high mean and a high standard deviation, the random occurrence of several negative
payoffs becomes increasingly likely, and depending upon the relative importance given
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to positive and negative rewards by the subject, this deck may be abandoned for one
with a lower mean and smaller standard deviation.

Fig. 4. Schematic diagram of the Multiarmed Bandit (MAB). The subject must sample the four
decks, where each deck has an associated mean return and standard deviation of return as
shown. The subject is simply told to maximize the return, and by exploration, must discover
which is the best deck and stay with it.
The MAB was implemented by a single state space unit projecting to four striatal matrix
units, each corresponding to one of the four decks, and one patch unit, which in turn
projected to the SN. Each matrix unit also received a presynaptic noise input (qi in Eqn.
1). The remainder of the circuit, including both the winner-lose-all mechanism and
reinforcement/doparnine learning were as described above. Initially, the cortico-striatal
synapse weights were zero, which resulted in the striatal units being driven randomly
by their presynaptic noise. A single trial consisted of firing the state space unit until an
action was selected, as represented by the firing of one of the cortical action units. After
the action unit fired, extrinsic reward/penalty was gwen via the limbic pathway (r in
Eqn. 7). This extrinsic signal was determined by randomly sampling a gaussian
distribution with the chosen deck's mean and standard deviation, and it was assumed
that the limbic system would convey the magnitude of the reward/penalty in a linear
fashion. The time that it took the first striatal unit to reach firing threshold was given
by rearranging Eqn. 2:

If more than one striatal unit reached threshold within time .c, the GPe/STN delay, then
a failure of the winner-lose-all mechanism was assumed. When this occurred, an added
delay of 100 ms, corresponding to the striato-pallido-thalamic-cortico-striatal transit
time [32] was incurred, and the process was repeated until one winner emerged.
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Fig. 5. Results from the Multiarmed Bandit model. A. With y=O and 0=50 Hz, the model
discovered the best deck within about 20 cards, but this was only quasi-stable as it tended to
switch decks if a succession of poor returns occurred. B. With y=O and 0=100 Hz, the model
never stabilizes on a single deck, though it transiently increases its sampling of the best one. In
this case, the high noise overrides any learning that might occur. C. With y = l and 0=50 Hz, the
model rapidly and converges to the best deck and stays there. D. With y=l and 0-100 Hz, the
model converges more slowly and is initially subject to nonoptimal sampling. The arrow
indicates that when a nonoptimal deck is chosen, the patch output transiently increases, which is
opposite to the corresponding effect with y=O.

The performance of the model on the MAB task depended upon several parameters. As
shown in Fig. 5, the model converged on the deck with maximal reward, but both the
rate of convergence and the stability of staying with one deck were particularly
dependent on two parameters: the relative weighting of short-term vs. long-term
reward (y), and the standard deviation of the noise (0). For low noise ( ~ 5 Hz,
0 Figs.
5A & 5B), the model converged within about 20 trials to the maximal deck. However,
the convergence to a particular deck was sensitive to the initial cards drawn. For
example, if by chance the two high return decks initially yielded several successive
negative returns, these decks would be negatively biased, and in the presence of low
noise, might not ever be sampled again. In the case of low y (Fig. 5A), the model was
only quasi-stable, tending to sample a single deck for long periods but then switching to
another if several less-than-expected returns occurred successively. This did not occur
with high y. Increasing the presynaptic noise (Figs. 5C & 5D) had two effects, which
oppositely affected performance. In general, the increased noise allowed for increased
sampling of the possible actions, thus assuring that the best deck would be found;
however, with low y (Fig. 6C) the increased noise prevented any convergence to a single
deck. It also prolonged the time to convergence with high y to approximately 40 trials.
-

-
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There were a number of other parameters of the model that affected the MAB
performance. After y and a, the next most sensitive parameter was the learning rate (p
in Eq. 4). In the simulations shown here, p=0.002, but higher learning rates led to faster
convergence to a single deck -- but not always to the best deck. With high learning
rates, the sensitivity to the initial cards was increased. Increasing r, the time delay of
the GPe/STN route, increased the probability of failure of the winner-lose-all
mechanism, which increased the time required to make a choice on each trial, but this
did not affect the convergence to a particular deck. Similar, but opposite, effects were
noted when V t . the striatal firing threshold, was increased.

Wisconsin Card Sorting Test
The Wisconsin Card Sorting Test (WCST)is a task that assesses both the subject's ability
to discover rules and to shift and maintain the use of these rules. The WCST has been
shown to be a fairly sensitive test of frontal lobe damage, but is often abnormal in more
diffuse brain diseases [B]. weechose to model the test because of its use of
reward/punishment and requirement to either switch or maintain behavioral actions.
In the original version of the test, four stimulus cards are placed in front of the subject,
the first with one red triangle, the second with two green stars, the third with three
yellow crosses, and the fourth with four blue circles [28].The subject is given two decks
of 64 cards, each card having a combination of color, form, and number of symols. The
subject is then told to match each card to one of the stimulus cards with the goal of
getting as many correct as possible. The subject must first sort by color, then by form,
then by number, and then the cycle of rules is repeated. The administrator changes the
rule without explicitly telling the subject after 10 consecutive correct responses.
The implementation of the WCST was slightly more complex than the MAB. As shown
in Fig. 6, color, form, and number were each represented separately and assumed to
project in a topographic fashion to the striatum. A separate representation for "rule"
also projected to the pools of striatal neurons that corresponded to each of the
properties. There was convergence from the striatal neurons to the globus pallidus
neurons, but the same winner-lose-all mechanism still applied. After a winner was
selected, that is, a particular stimulus card chosen, a reward of +1was given if correct
and -1 if incorrect. The weight changes occurred only on the "rule" synapses. It was
assumed that the map of color, form, and number was previously learned and not
modifiable during the test.
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Fig. 6. Implementation of the WCST as mapped onto the proposed basal ganglia model. The
representations for color, form, and number are assumed to have been already learned and are
represented as topographic mappings onto the striatum. A rule neuron is presumed to exist in
the prefrontal areas and projects to the pools of neurons in the striatum. These are the synapses
that are modifiable during the test. The striato-pallido-thalamicmapping is the same as that
shown in Fig. 1.

The two parameters to which the WCST performance was most sensitive were the ratio
of positive to negative learning rates and the amount of presynaptic noise. When the
positive and negative learning rates (p in Eq. 4) were equal, the model performed
poorly, achieving only 4 categories in the test (Fig. 7A). The model tended to
perseverate on rules, which is evident in Fig. 7A as the tendency to persist in the face of
negative reward in the use of a rule that was previously correct. In this case, the patch
unit never learns to predict the value of a given action, as evidenced by its hovering
around zero. The WCST performance could be improved simply by increasing the
negative learning rate. With p-:p+ = 5:1, i.e. when the predictive error (6 in Eqn. 7) was
positive, the model's performance improved to normal human levels (Fig. 78). The
patch unit also stabilized at a postive value. When the level of presynaptic noise was
increased (from o=10 Hz to a=50 Hz), the performance suffered (Fig. 7C). Rather than
perseverative errors, these were failures to maintain set. Although the proper
association was being made between rule and reward, the higher noise circumvented
this association until the weights had increased to a level sufficient to override the
noise. The patch unit, as in the normal case, stabilized at a nonzero value.
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Fig. 7. Results from the Wisconsin Card Sorting Test model. A. With positive:negative learning
rates = 1:1, the model perseverates on rules after it has discovered them. B. With
positive:negative learning rates = 1:5, the model performs at the Ievel of a normal human
subject, achieving 6 categories within 90 cards. C. When the level of presynaptic noise is
increased to 50 Hz, the performance decreased and was characterized by errors of the failure to
maintain set type, often seen in schizophrenia.

Discussion
We have presented a model of the function of the basal ganglia which was based closely
on known neuroanatomy, and we have demonstrated how such a neuron-level model
can perform certain behavioral tasks. Our model incorporated two functions: the first
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being the action selection from several competing streams of information; the second
being the role of dopamine in reinforcement driven learning. While the latter function
has been well established for at least the ventral striatum [19, 25, 261, the role of action
selection has not been experimentally demonstrated, though it has been suggested in
terms of parallel loops of information linking the basal ganglia and the cortex [2].
The proposal that the basal ganglia performs an action selection was based largely on
the observattion that the connectivity of excitatory and inhibitory neurons found in the
basal ganglia is a winner-selection circuit. Lacking direct experimental evidence for this
function, this represents one of the fundamental predictions of our model. The primary
assumption for the "winner-lose-all" mechanism is the existence of streams of
informition that remain segregated from striatum to thalamus. We have formalized
this segregation by representing each potential action by a separate unit, a so-called
"grandmother cell;" however, this was chosen for computational efficiency. Each of the
individual units in our model more realistically represents a pool of neurons devoted to
a particular action, but the segregation requirement for pools of neurons remains.
While there is good evidence for cortical topography being maintained throughout the
basal ganglia [I, 2, 12, 211, it is also known that the segregation is not complete. The
massive convergence from striatum to globus pallidus [32] alone requires that inputs
cannot remain completely segregated [lo, 151. However, our model is consistent with
this convergence. We modeled the striatum as an input stage in which diverse areas of
cortex map onto subsets of neuron pools. In this manner, diverse sensorimotor
modalities-are combined with higher representations and possibly context information
from the prefrontal areas, such as the "rule" units in the WCST. It is the functional
mapping from striatum to globus pallidus and thalamus that remains segregated. In
other words, the segregation may reflect the final cortical targets, not the afferents. This
is consistent with converging inputs from different parts of cortex representing the
same region of the body. Work with retrograde transneuronal transport of herpes
simplex virus injected into the cortical motor areas suggests that the output stages of
the basal ganglia are indeed organized into discrete channels that correspond to their
targets [16].
In order to perform a winner-lose-all function, it is necessary to have a diffuse input to
several neuron pools. We have hypothesized that the "indirect" pathway [I] through
the GPe and STN performs this function. Anatomically consistent with this hypothesis
is the finding that the subthalamic inputs to the GPi are more diffuse than the striatal
inputs [14, 221. At the cellular level, the subthalamopallidal fibers appear as plexuses
with varicosities, thus suggesting a diffuse excitatory function. A further requirement
of our model is that subthalamic excitation overrides striatal inhibition. Hazrati and
Parent [14, 221 reported that there is indeed a tendency for the subthalamic inputs to
terminate proximally on the GPi neurons, whereas the striatal inputs terminate more
distally in the dendritic tree. Such an arrangement would be consistent with excitation
overriding inhibition. The cortical projection to the subthalamus does not appear in our
model. It may be that this simply represents a tonic source of excitation, or more likely,
another pathway by which the winner-lose-all function can be modulated.
The second major assumption of our model is that the dopamine-containing neurons of
both the substantia nigra pars compacta (SNc) and the ventral tegrnental area (VTA)
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modulate cortico-striatal synaptic efficacy in response to extrinsic reward. There is
strong evidence that dopamine plays an important role in reward-driven learning. In
studies by Schultz et al., it has been demonstrated that dopamine neurons of the VTA
fire transiently during the learning of an operant task when a reward is given, but that
after the task is learned the dopamine neurons do not fire in response to reward [19,25,
261. Furthermore, when reward is withheld after the task is learned, the dopamine
neurons show a transient depression in activity [25]. This result is consistent with the
existence of a projection to these neurons that contains predictive information regarding
future reward, and that the sign of this pathway is opposite that of the pathway
conveying information about the actual reward received. In our model, we have
represented these two pathways by the striatonigral and limbic-nigral projections
respectively. We hypothesize that the striatonigral (or in the ventral striatum, the
accumbal-VTA projection) carries a temporal-difference prediction of reward [3,29,40].
We have portrayed this as originating primarily from the patch (equivalently the
striosome in the dorsal striatum) element because of its known projections to the
doparnine containing structures [13]. There are many ways in which a temporal
difference can be computed, one of which is simply to have a rapidly adapting neuron
that is only sensitive to changes. Another way, which we have chosen, is to have a pool
of neurons that slowly adapts to changes in inputs and continuously substract this from
the instantaneous input. In this manner, one can modulate the window of past values
to which the present input is being compared. As shown in Fig. 3, the patch output
projects to the substantia nigra/VTA, where it is subtracted from the amygdala input.
As implemented in our model, the dopamine activity can be either positive or negative.
We have modeled the role of dopamine as modulatory rather than as either an
excitatory or inhibitory influence. From Eqn. 4, the quantity 6 represents this signal and
specifies both the magnitude and direction by which the corticostriatal synapse efficacy
changes. Although it is not formalized in the equation, the tacit assumption in allowing
6 to be either positive or negative is that a tonic level of dopamine activity is required to
maintain the synaptic efficacy. Thus a depression in activity would lead to a decrease in
synaptic efficacy, whereas an increase in dopamine activity would lead to an increase in
synaptic efficacy, assuming still the correlation of both pre- and post-synaptic activities.
There is evidence that the release of dopamine in the striatum is biphasic and depends
on the learned availability of actions. In an experiment in which mice were allowed to
escape footshock, there was an increase in the accumbal concentration of the dopamine
metabolite 3-methoxytyramine (3-MT) but a decrease in 3-MT if the mice were not
allowed to escape [4], indicating that dopmaine release does both increase and decrease
according to learned behaviors. Our model is consistent with this result in that the
value of certain actions is learned via the thalamostriate pathway.
The further requirement imposed by Eqn. 4 is that the synaptic change only occurs at
those synapses where there was a preceeding correlation between pre and postsynaptic
activity. Thus in our model, dopamine modulates a classical Hebbian synapse.
Presently both long-term potentiation (LTP) and long-term depression (LTD) are the
best candidates for activity-dependent changes in synaptic efficacy, although there may
be other mechanisms. The focus for LTP has centered on the hippocampus and its role
in memory, but both LTP and LTD have also been reported in the ventral striatum [S,
181. Kombian and Malenka reported that LTP was produced in the core of the nucleus
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accumbens by tetanic stimulation of the cortical input, and the LTP was mediated
mainly by non-NMDA receptors. They further showed that LTD occurred in the same
neurons via the NMDA receptor, suggesting that depending on the intracellular
calcium concentration, either LTP or LTD could occur in a single striatal cell. Dopamine
is known to act on intracellular calcium [8], and the areas of the brain with the highest
calmodulin-dependent phosphodiesterase concentration correspond to those areas with
heavy dopaminergic innervation [23]. It may be that dopamine modulates the
LTP/LTD behavior of striatal cells by altering the concentration of intracellular calcium.
In this manner, dopamine would act as a postsynaptic neuromodulator, but there is
also evidence that dopamine acts presynaptically to modulate corticostriatal synaptic
strength [6,11].
In our model we propose that both the ventral tegmental area and the substantia nigra
pars compacta compute the difference between the predicted reward and the actual
reward. As noted previously, the predicted reward is computed by the striatal patch
neurons, but the actual value of the reward is relayed by what we have termed the
limbic/amygdala pathway. With only one source of extrinsic reward information, this
source must also be able to encode both positive and negative values. For
computational efficiency we have simply modeled positive and negative rewards as
being the same but with opposite signs. It is clear that the amygdala plays an
important role in fear and anxiety [9],what we have modeled as negative rewards, but
it is likely that another pathway is responsible for positive rewards. For simplicity, we
have simply lumped this together and called it the limbic system, assuming that reward
values would be conveyed to the dopamine system in a h e a r fashion. Although this
grossly simplifies the system of reward, it is not strictly necessary that the information
be passed linearly. As long as the system behaves in a monotonic fashion, i.e. stronger
rewards are converted to stronger signals, then the model is robust. However, it is also
possible that the reward system of the real brain behaves in a nonlinear, nonmonotonic
manner. In this case, actions that are favored in certain circumstances may not be
favored with identical conditions, but will depend on some internal state of the animal
that does not appear in our model. For example, in a previous model of bee foraging
behavior, a nonlinearity in the reward pathway was responsible for risk aversion 1201.

Behavioral Tests and Inzplications for Diseases of the Basal Ganglia
The results of the Multiarmed Bandit (MAB) model yield insight into the potential
mechanisms of hypothesis testing in the face of uncertain reward. More generally, this
is also a model of animal foraging behavior in an uncertain environment [20]. The
ability to find the best deck was a tradeoff between how quickly the decision had to be
made and how accurately it needed to be made. Because the paradigm was relatively
more sensitive to learning at the beginning of the task than at the end, high learning
rates lead to quickly settling on one of the decks, but it may not be the best deck unless
sufficient sampling is performed. The sampling behavior was determined by the level
of presynaptic noise. With moderate noise, approximately 20-50% of the cortical input,
the model always sampled all the decks sufficiently to settle on the best one, within
about 20 cards. However, when the noise amplitude was 70-100% of the cortical input,
the model either never settled on one deck (y=O.O) or took 40 cards (y=1.0).
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Although the MAB has never been tested in someone with schizophrenia, we predict
that the model's behavior with high noise would mimic the performance in this disease.
The best predictor of a pharmacological agent's efficacy in schizophrenia remains the
dopamine-receptor affinity [$I. The role of dopamine in schizophrenia is far more
complex than either a simple excess or deficit and probably involves multiple brain
systems and several subtypes of receptor. It has been suggested that one function of
dopamine is to increase the signal-to-noise ratio (SNR) of other neurons [7,27J, and this
goes back to Kety's hypothesis about the function of catecholamines in general [lq.In
our model we have formally stated that doparnine neurons convey modulatory
information regarding errors in reward prediction; however, given the multitude of
dopamine-receptor subtypes, it is possible that dopamine, or perhaps norepinephrine,
also regulates the striatal neurons' sensitivity to presynaptic noise. In our model we
have simply varied the level of noise, but this is equivalent to altering the nonlinear
response function of the postsynaptic neuron. If one models the response function as
an s-shaped sigmoidal curve with lower and upper bounds of 0 and 1respectively, then
increasing the gain, i.e. slope of the inflection point, given by k in Eq. 1, is equivalent to
decreasing the noise. In this case our results are consistent with Cohen and ServanSchreiber [7,271.
The parameter y, which specifies the relative weighting of long-term vs. short-term
predictions, had two important effects. With y=O, which forces the model to use only
short-term predictions, a quasi-stable pattern of deck selection was observed. After
settling on a particular deck, if several cards with less than expected rewards appeared
successively, then the model often switched to another deck. With y=l, this quasi-stable
behavior never appeared. The second effect of y was to alter the response of the patch
unit. With y=O, the patch unit stabilized at a nonzero value, and whenever, because of
the presynaptic noise, a nonoptimal deck was chosen, there was a transient depression
in the patch output. With y=l, the patch output stayed approximately zero, and
whenever a nonoptimal deck was chosen, the patch output transiently increased. Thus,
depending on whether long- or short-term rewards were being weighted, the patch
neuron responded oppositely when a nonoptimal deck was chosen. In terms of the
model dynamics, this is not surprising because with short-term weighting, switching is
more likely to be advantageous.
We have assumed the existence of a connection between the VTA/SNc and a regulator
of the autonomic system, which we have designated as the hypothalamus. Retrograde
labeling studies support the existence of such a pathway, at least to the posterior
hypothalamus [24]. Because the selected action also projects to the VTA/SNc via the
CM/PF-striate pathway, the selected action can cause an autonomic response in
anticipation of the expected reward. In the human, this can be measured as changes in
the galvanic skin conduction response (GSR). Damasio has shown that the GSR does in
fact predict nonoptimal deck choice before the subject is consciously aware of the best
choice and absence of the GSR in a patient with medial frontal lobe damage. Our model
suggests that the GSR could be used as a probe for the value of y that a given subject is
using.
The Wisconsin Card Sortmg Test (WCST) provides another example of both normal and
pathological behavior. The WCST has traditionally been used as a test of frontal lobe
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function [28], but since the frontal lobes also project to the striatum, it is often difficult to
separate aspects of their function. The primary parameter in our model that
determined success on the WCST was the ratio of positive to negative learning rates. In
order to prevent perseveration, the negative learning rate had to be approximately 5
times the positive learning rate. As noted above, we have assumed that the amygdala
carries information regarding negative reward, so the requirement for higher negative
learning rates in the WCST would implicate the amygdala in this role. The level of
presynaptic noise necessary for optimal performance was lower than that required for
the MAB. This is because the MAB requires a high degree of exploratory behavior
whereas the WCST requires the opposite. However, increasing the noise level in the
WCST led to an increase in failure to maintain set errors, which was in contrast to the
perseverative errors obtained with low negative learning rates. Patients with frontal
lobe damage often fail at the WCST by perseveration. The results of the increased noise
in the WCST are also consistent with the sampling pattern observed in schizophrenia.
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